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This supplement is organized as follows:
• Section 1 clarifies assumptions (main paper, Section 4, first paragraph).
• Section 2 describes the plane principal method used for normal smoothing (main paper, Section 4.1, first paragraph).
• Section 3 pertains to the optimization program and includes a simulation (main paper, Section 4.2.2).
• Section 4 shows a qualitative comparison to a multi-stripe laser scanner (main paper, Section 5.2, third paragraph).
• Section 5 contains implementation details: source code, datasets, and runtime details (see main paper, Section 5.4).

1. Scene assumptions
In the main document, the following assumptions were noted:
1. Ambient light is unpolarized.
2. Specular interreflections do not exist.
3. All materials are either dielectric OR material-transition is low-frequency.
4. Surfaces are diffuse-dominant or specular-dominant.
We now provide technical justification for each assumption.

1.1. Unpolarized World Lighting Assumption:
Natural sources of light produce unpolarized light. These include candles, sunlight, incandescent and fluorescent lights.
Some man-made light sources, such as LEDs and Lasers, are polarized. However, in practical settings, these LED or laser
light sources are placed behind diffusing material, such as ground glass or opal glass diffusers (Figure 1). Such materials
are well-known depolarizers of light. This forms the basis for the unpolarized world assumption, which has been used in
previous works [3].
Failure cases of lighting assumption: There are two chief scenarios where the unpolarized world assumption fails: (1)
specular interreflections; and (2) transmission through specific types of scattering media. The proposed technique is not
alone in lacking robustness to specular reflections. Time-of-flight cameras, shape-from-shading, and photometric stereo also
lack robustness to specular interreflections. For (2), note that many types of scattering media will impart a polarization
state to initially unpolarized light. In contrast, other types of scattering media, such as ground grass diffusers or opal glass
diffusers will depolarize light. For general scenes, it is difficult to predict the degree of polarization as this requires precise
optical characterization of the media (using Mueller calculus). In the main paper, we empirically verify the unpolarized world
assumption, by collecting challenging scenes that a depth sensor would normally encounter in the wild. For example, Figure
9d from the main paper consists of an object lit by ambient sunlight that is transmitted through a window. Figure 6d shows
an object that is captured outdoors on a partly cloudy day in the winter. Both of these examples illustrate that the unpolarized
world assumption is sufficient for depth enhancement. Going forward, it has not escaped our attention that natural sunlight
has a partial polarization that varies with the time of day and time of year.
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Figure 1. Even if the light source is polarized, in practical settings, the illumination is often unpolarized. Shown here is the Philips A19
LED bulb, which is their most commonly used LED bulb. The frosted glass enclosure is intended to diffuse the light from LEDs, but also
ends up depolarizing light.
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(a) Ambient Illumination
Figure 2. Ambient indoor light is unpolarized, but the light shined directly from a laser diode is not. For ambient settigns, it is very unusual
to observe direct illumination from a laser or LED light. Such light sources may be used, e.g., LED bulbs, but are usually shielded with a
diffuser (see Figure 1).

1.2. No Specular Interreflections Assumption
As discussed in lines 69-71 and illustrated in Table 1, competing techniques, such as ToF cameras, photometric-stereo and
shape-from-shading cannot handle any reflections, diffuse or specular. Therefore the assumption that specular interreflections do not exist is more than reasonable for a depth sensor. Because the proposed technique is at least robust to diffuse
interreflections, a possible extension would be to implement specular-reflection removal techniques.

1.3. Dielectric materials or Low-Frequency Transition
As discussed in the main document the proposed technique assumes ONE of the following about materials:
1. All materials in the scene are dielectric.
2. Material transition is low-frequency in nature.
Dielectric assumption: Dielectrics have a refractive index in the range of 1.3 to 1.8. Suppose that the refractive index of
a dielectric scene is initially unknown. If a value within the middle of the range is used, specifically 1.5, then the refractive
distortion will be miniscule. This is verified in the simulation, shown in Figure 5 of the main document, where it is observed
that the maximal shape distortion is within 0.5 percent of the true shape. While not ideal, in a practical setting, refractive
distortion would be only a minor source of error.
Low-frequency assumption: The proposed technique corrects for refractive distortion by matching the refractive index to
the coarse shape obtained from the depth map. In practice, this is implemented by applying through a patch-based rotation in
gradient domain (see lines 506-512). To obtain a sufficiently large patch for correction, it is necessary that the material change
is low-frequency in nature. In practice, we find that a 3x3 patch of pixels is sufficient to correct for refractive distortion. In
most real-world scenes, acquired from depth sensors, the material is context over a 3x3 neighborhood.
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Failure cases of material assumptions: Our material assumption fails if transitions between non-dielectric materials span
fewer than a 3x3 patch in the depth sensor. One of the few scenarios, where this occurs is in scenes that have metallic
embossing. For example, if a book with metallic embossing is viewed from far away this would cause the proposed technique
to fail. However, for broader context, note that the comparison techniques of photometric stereo and shape-from-shading
would also fail in this contrived scenario.

1.4. Diffuse dominant or specular dominant assumption:
We assume that for each facet in a scene, the type of reflection measured by the camera is either specular-dominant or
diffuse-dominant. Empirically, this assumption leads to good practical results (see practical results in Figure 9c and 9d of the
main paper). Technical justification is provided here in the supplement.
The image intensity at a single scene point can be written as
I = IS + ID ,

(1)

where IS is the intensity due to a specular reflection, while ID is due to a diffuse reflection. Both specular and diffuse
reflections will have polarized (denoted by ISe) and unpolarized components (denoted by IS̄ ). Then, IS = ISe + IS̄ and
ID = IDe + ID̄ . The total image intensity can now be expressed as
I = ISe + IS̄ + IDe + ID̄ .

(2)
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Writing this in terms of electric field vectors,
⃗ 0 can have any direction. Neglecting the unpolarized component, and noting that
where the unpolarized electric field vector E
the diffuse and specular components differ in phase by a factor of π/2, we write
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where ϕpol is the polarizer angle, and φ the azimuth angle at this scene point. Since the light source is incoherent, upon taking
the magnitude, we obtain
⃗ = I e sin2 (ϕpol − φ) + I e cos2 (ϕpol − φ) ,
I = |E|
(5)
D
S
which is rearranged as
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Clearly if the surface is specular dominant, then ISe ≫ IDe and Equation 6 of the supplement can be approximated as
I=

I=

ISe ISe
+
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(6)

(7)

Similarly, if the surface is diffuse dominant, then ISe ≪ ID
e and Equation 6 can be approximated by neglecting IS
e . If the
contributions of diffuse and specular components are both non-negligible then this is the interesting case that follow-up work
could analyze deeper. As a starting point, we can use Equation 6 to analyze the perturbation from an azimuth or zenith
perspective.
Azimuth Perturbation due to Diffuse/Specular Mixing: Note that either ISe ≥ ID
e or IS
e < ID
e . Represent ∆ = |IS
e − ID
e |.
Then, Equation 6 can be written as
ISe + IDe
∆
+ cos (2 (ϕpol − φ)) if ISe ≥ IDe
2
2
ISe + IDe
∆
I=
+ cos (2 (ϕpol − (φ − π/2))) if ISe < IDe ,
2
2
I=

(8)

where now the azimuth angle has shifted by π/2 radians. Therefore, the diffuse/specular mixing can influence a binary switch
in the azimuth angle (by π/2 radians. The results in the paper assume that at each scene point surfaces are clearly diffuse
or specular dominant. But if diffuse and specular components are close in magnitude, it can lead to stability issues in the
3

azimuth angle.
Zenith Perturbation due to Diffuse/Specular Mixing: To calculate zenith angle, recall from the main paper that we are reliant
on the parameters Imin , Imax and ρ. Recasting Equation 6 accordingly:
Imin = IDe ,
Imax = ISe,
I e − ID
e
ρ= S
.
ISe + ID
e

(9)

Now, ρ is dependent on both diffuse and specular components. But Equations 3 and 4 from the main paper rely on either
diffuse-only or specular-only reflections. This causes a model mismatch for materials with diffuse/specular components.
However, the main paper already has a model mismatch (due to refractive index).
Summary (why it works in the paper): We now summarize why the paper shows strong practical results. In the case of
unstable azimuth perturbation, this unique effect will only happen when diffuse and specular components are nearly equal.
This will not happen in many scenes, and in particular it will not happen at many scene points. In the case of zenith perturbation due to model mismatch, the correction that we apply to the zenith angle due to refractive error (i.e., rotating the zenith
angle to match the depth normal) also serves to correct for the diffuse/specular perturbation in zenith angle.

2. Plane Principal Method
[
]T
First, the depth map D ∈ RM ×N is written as a point cloud of real-world coordinates as Px,y = − fux Dx,y − fvx Dx,y Dx,y
,
where u and v denote pixel coordinates and fx and fy denote the focal length in units of pixels. Given the point cloud, a
neighborhood search algorithm is used to form patches for each point (x, y). The smooth normal vector can be found by
(
) 2
e n
⃗ ,
stacking all points in the neighborhood as rows of the three-column matrix Q and optimizing Ndepth
Q−Q
x,y =n
⃗
2

e contains the centroid of Q in all rows. The smoothness of Ndepth can be changed by controlling the size
where the matrix Q
of the neighborhood that the search algorithm returns. This smoothing parameter is chosen in accordance with the cutoff
frequency ωLPF , shown in Fig. 3 of the supplement.

3. Sparse Linear System
Sparse Linear System The spanning tree and depth constraints from the main paper are expressed concretely as the leastsquares solution to the single matrix equation
]
[
[
]
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b
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,
(10)
∇2S
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where VEC denotes the vectorization operator, I is the identity matrix of size M N × M N and λ is a scalar parameter to
adjust the tradeoff between spanning tree and depth fidelity constraints. From Eq. 10, note the key difference from previous
work [4, 2]: the proposed technique exploits knowledge of where outliers exist. Specifically, this is achieved by removing
gradients that are based on locations with a low degree of polarization. The simulation in Figure 4 verifies that the physicsbased integration technique provides an improvement over the integration methods in previous work. Full integration refers
to the techniques of [4, 2] and the spanning tree integration is used in the proposed technique. Note intuitively, that the
fronto-parallel regions of the spherical surface (with low zenith angle) are integrated better.

4. Laser Scanner Comparison
The laser scanner used is a NextEngine Multi-stripe 3D scanner, shown in Figure 6a.
Direct comparison to the laser scanner: Figure 5 shows the direct comparison to a laser scanner for the “Coffee Cup
Scene” that was shown in Figure 9b of the main paper. For this particular object the laser scanner does not provide very good
results. This is best seen in the close-ups. Note that the proposed technique recovers the grooves in the coffee cup, which are
on the order of 300 microns.
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Figure 3. A frequency analysis of depth and shape from polarization (simulated example). (a) The ground truth shape and reconstructions
using only coarse depth and polarization are depicted. The coarse depth map is oversmoothed and contains only low-frequency components.
The polarization surface is distorted but retains high-frequency data. (b) Residual surfaces with respect to ground truth are shown for coarse
depth and polarization. The depth residual contains high frequency components.

Application Idea: Enhancing the laser scanner Suppose a user wants to scan the coffee cup for 3D printing, with the
criteria that the user wants to recover the grooves properly. The NextEngine laser scanner retails at about 3000 dollars, so
it is unlikely that the common user will have access to something much better. Using such a device, the user is unable to
scan the cup at desired quality. However, with the complementary option we have proposed, the user can apply polarization
to enhance the quality of the initial laser scan. This result is shown in Figure 6b. Polarization-enhancement only requires
a coarse depth map, so even if the laser scanner output is corrupted with high-frequency noise, the enhanced depth is clean
(Figure 6c).
Augmenting the laser scaner: Although the laser scanner Figure 6c shows a more general type of corruption. Given the
laser scan of the cup, we corrupt it with quantization and additive noise to form the depth skeleton. All details are lost in this
skeleton, but after polarization enhancement, details down to the 300 micron grooves are made visible. Adding a polarizer to
a medium-quality laser scanner, might be a low-cost solution to computationally replicate the performance of a higher-quality
laser scanner.
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Figure 4. Using polarization cues to find the best gradients to integrate the surface (simulated example). Represent the image points as nodes
and gradients as edges. The full gradients are shown in the upper-left. We break the edges that have a low degree of polarization to find a
minimum spanning tree for the grid (upper right). We validate this in simulation, shown at bottom, where the normals from polarization
have error in fronto-parallel regions. Full integration results in a noisy depth map, while the spanning tree integration preserves the shape
of the contour.

Slice

(a) Enhanced Kinect Depth
(b) Laser Scanner Depth
Figure 5. We can enhance the coarse depth map to approach the quality of a laser scanner. (a) Our result, using a Kinect and three polarized
photographs. (b) The depth from a multistripe laser scanner. Notice that we have enhanced the Kinect depth map to the point of capturing
the grooves in the cup, approximately 300 microns in depth. The laser scanner cannot capture the grooves. The surface plots in this paper
are based only on Z-depth, and are not rendered with texture, i.e., we use the SURF command in MATLAB.

5. Implementation Details
5.1. Capture Process
To reproduce the results of the paper it is necessary to use a camera that can capture linear images. A linear image
is a photograph where the value at each pixel is directly related to the number of photons received at that location on the
sensor [1]. To capture a linear image, we use the CR2 RAW file from a Canon T3i camera. We use the dcraw tool to convert
the CR2 file from the camera to a linear image. If a JPEG or similar, processed image is used, then the surface normals from
polarization will not be mapped correctly.
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Figure 6. The proposed technique can be used to augment high quality depth maps. (a) The Styrofoam cup from Figure 9b of the main
paper is laser scanned using multistripe technology. (b) By combining the direct output from the laser scan with polarization cues, it is
possible to recover even more detail. (c) The laser scanner output is corrupted with additive Gaussian and quantization noise. Polarization
cues are still able to recover the ridges on the cup. The ridges are approximately 300 microns in depth. This figure is best viewed digitally.
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Figure 7. A photograph of the setup for the face scene Figure 9a. (a) The Kinect is placed underneath the DSLR. Note the external mount
for the polarizer in front of the DSLR. (b) The three polarized images are shown at right for 0, 30, and 90 degree rotations.

A depth sensor must also be used to capture a depth map. We use a variety of depth sensors in the paper, including Kinect
v1 (Primesense) and Kinect v2 (Canesta TOF). As shown in Figure 6 of the supplement, we can also use as input the 3D
scan from a laser scanner. The key criteria is that the depth map should be aligned with the DSLR images and that the depth
is obtained in real-world coordinates (mm). To get the depth data in mm from Kinect v2 one will need to write additional
code or use our provided calibration code, since there is no Matlab plugin yet. We achieve this by placing the DSLR and
depth sensor in close proximity and have them facing the same direction (see Figure 7). After the photos are ready and the
data from depth sensor is collected it is sufficient in practice to crop the object from both images and depth data without first
aligning the images.
A polarizing filter is placed in front of the DSLR. Specifically, we use the Hoya CIR-PL polarizer, available on Amazon
for about 30 US dollars. Three images are taken at different rotations of the polarizer. Any three rotations are sufficient, so
long as the angles are known.1 To avoid camera shake when performing the rotation, we actually mount the polarizer on a
protracter placed slightly in front of the lens instead of affixing it directly to the DSLR.
Best results are obtained when the lighting is unpolarized. Please see the unpolarized assumption from Section 1 of the
supplement. All indoor scenes we tested satisfied the unpolarized world assumption. It’s worth noting common failure cases.
If the object to be scanned is lit by a DLP or laser projector, then the technique will fail (since the light is polarized). If the
object is taken outdoors on a bright, sunny day, artifacts can be observed. In future work, these can be calibrated out, by
using polarimetry or active illumination.
1 If

there is any jitter, the recent calibration technique from [5] may improve the results.
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5.2. Source Code and Data
Source code and datasets are provided for the scene in Figure 9c of the main paper. Please make sure to use a Windows
PC. You can run the code in one of two ways:
1. Run the file RUNME. M. This uses precomputed data to quickly visualize the results.
2. Run the file RUNME RAW. M. This computes the data from scratch, but takes longer to complete (see Table 1 for
runtime details).
5.2.1

Pseudocode: processing RAW camera files to linear images

To obtain linear images, start by obtaining the RAW CR2 images (if using a Canon camera). Place the file “dcraw.exe” in a
folder with a known path, add the file “importfile.m” to path, and run the following psuedocode. This will convert all CR2
images to linear images.
1
2
3

path_to_gphoto2 = c:/gphoto-2.4.14-win32-build2/win32/ ;
path_to_dcraw = C:\workspace\cvpr2015-polarization\packages\getFrameCanon ;
path_to_dcraw = strrep(path_to_dcraw, \ , / );

4
5
6
7
8
9
10
11
12
13
14
15
16

%gphoto2_command is run from DOS (suggest using myBat.bat file)
gphoto2_command = [ gphoto2 ,
,...
aperture_command,
,...
shutterspeed_command,
,...
drive_command,
,...
eos_command,
,...
output_command,
,...
af_command,
,...
ct_command,
,...
iso_command,
,...
capture_command];
system( myBat.bat );

17
18
19
20
21

%raw conversion via dcraw and store as outputimg
command = [path_to_dcraw, / , dcraw.exe -w -H 0 -q 3 -4
status = dos(command);
outputimg = importdata(ppmfile);

5.2.2

,outputfile];

Extracting Zenith Angle in closed-form

Recall from the main paper that the zenith angle, θ, can be obtained by solving the following equation for θ:
(
)2
n − n1 sin2 θ
√
− ρ = 0.
(
)2
2 + 2n2 − n + n1 sin2 θ + 4 cos θ n2 − sin2 θ
This equation can be solved in closed-form using the following code snippet:
1
2
3
4
5
6
7

%r is the degree of polarization, \rho
%n is the refractive index
aa = (n-1/n)ˆ2+r*(n+1/n)ˆ2;
bb = 4*r*(nˆ2+1)*(aa-4*r);
cc = bbˆ2 + 16*(r)ˆ2*(16*(r)ˆ2-aaˆ2)*(nˆ2-1)ˆ2;
dd = ((-bb - ccˆ(1/2))/(2*(16*(r)ˆ2-aaˆ2)))ˆ(1/2);
estimated_zenith = asin(dd);

5.2.3

Pseudocode: recovering enhanced depth via sparse linear inversion

The sparse linear inversion described in Eq. 10 can be implemented using the following code snippet.
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(11)

1
2
3
4
5
6
7
8
9
10
11
12
13

% input lambda, corresponding to \lambda
% input dm: depth map corresponding to \mathbf{D}
% input f: divergence operator
A = Laplacian();
A_bot = sparse( numel(dm) );
for ii=1:numel(dm)
A_bot(ii,ii) = lambda;
end
f_bot = zeros(numel(dm),1);
f_bot = lambda; * vec(-dm);
A = [A; A_bot];
f = [f(:); f_bot];
high_resolution_depth = -A(:,2:end)\f(:); % high resolution depth map

5.3. Runtime Details
We use a profiler to show the time it takes for key steps of our approach to run, on the two-face dataset. Tests were
conducted on a Windows 7 machine with Intel i7 processor and 8 GB RAM. Because we do not do any optimization, the
processing is not real-time. Specifically, the physics-based integration can take up to an hour for this dataset. Because this is
the first paper on using polarization to enhance depth, there are several interesting avenues for future work. One such avenue
is to drive toward real-time performance, by exploiting sparse solvers (i.e. Eq. 10 calls for inversion of a sparse matrix) or
GPU computation.
Table 1. Profiling key steps of the algorithm

Step
Converting DSLR Photos
Plane Principal Component Analysis
Azimuth correction
Physics-based Integration

Runtime
59.3 seconds
56.1 seconds
11 minutes, 46 seconds
72 minutes, 24 seconds
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