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Abstract

We describe a parallel computer system for processing media: audio,video, and graphics,
among others. The system supports medium to coarse grain parallelism, using a dataflow model of
execution, on a range of machine architectures scaling from a single von Neumann or general
purpose processor (GPP) up to networks of several hundred heterogeneous processors. A
distributed resource manager, extending or subsuming the functionality of a traditional operating
system, is an integral and necessary part of the system. While we are building a system for
processing a variety of media, in this paper we concentrate on video because it provides an
extreme case in terms of both data rates and available parallelism. © 1997 Elsevier Science B.V.
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1. Introduction

In order to provide higher compression, greater flexibility, and more semantic
description of scene content, video is increasingly moving toward representations in
which the data are segmented not into arbitrary fixed and regular patterns, but rather into
objects or regions determined by scene-understanding algorithms [12,15]. These repre
sentations are effectively sets of objects and ‘scripts’ describing how to render output
images from the objects. In other papers, we have described the advantages of this
approach, and have shown a general structure for decoding flexible, object-based video
representations [5,4]. While it is possible to view this trend as reducing the regularity of
the processing, and thus reducing the efficiency available from computational optimiza-
tions, we note that the individual objects are amenable to the same sorts of techniques
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used in ‘traditional’ video coders, and also that the encoding algorithms require vastly
more processing than current DSP-based approaches; further, most such advanced
representations contain sufficiently many degrees of freedom that hardwired algorithmic
pipelines are out of the question, and it becomes even more important to consider
strategies for efficient programmable systems. Irrespective of the coding method,
computational needs for video are likely to increase greatly in coming years. Digital
video — unlike digital audio — is far from operating at human perceptual limits. As
display technologies and communications bandwidth permit, higher definition systems
will add to the computational demands. Alternative output technologies, for example the
holographic video displays developed at the MIT Media Laboratory [18,22], push these
demands still further.

Custom processors operating in parallel and using hardwired communications net-
works are capable of meeting the computational demands of media processing for a
given application, yet the flexibility to support different algorithms is difficult to provide
with these architectures. Single ‘general-purpose’ processors, now often with specialized
instructions /datapaths for manipulating small data elements in parallel (e.g., using a
32-bit ALU to process 8-bit R,G,B pixel values simultaneously [20,13]), provide
adequate flexibility and are showing promise of meeting the needs of the current
generation of media applications. Yet, for the reasons presented above, algorithms and
applications which require tens to thousands of times more computation and memory
bandwidth than current applications are being developed. Since these requirements of
media processing greatly exceed the capabilities of single processors, programmable
parallel architectures will remain attractive for all but the cheapest or most limited media
applications.

The system model described in this paper is an attempt to support computationally
demanding media tasks in an environment in which the programmer can take advantage
of parallelism and specify real-time performance without needing to know details of the
hardware architecture(s) used to execute the tasks. The parallelism can extend to
processing resources available ‘outside the box’. Thus differently-scaled or -architected
systems can execute the same software, and can avail themselves of other local,
underutilized processors; consider, for instance, a VRML viewer on a personal computer
borrowing cycles from the rendering engine of a video game in the next room, or several
PCs working together to achieve real-time media encoding.

2. Characteristics of media processing

To understand how we might address the problem, we should examine the character-
istics of both digital video data and typical processing algorithms. Relevant points about
video data are:

- The information is typically stored in compactly filled multidimensional arrays.
- The information extent is typically unbounded along at least one dimension (time).






