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1 Abstract

Natural language interfaces are inferior to humans at understanding text with imprecise meanings,
such as “a funny TV show” and “a cheap used Toyota.” These referring expressions are challenging
because they contain vagueness and ambiguity; in order for the listener to understand what exactly
they refer to, he must make decisions that depend on assumed common knowledge about the world
and language.

This thesis adopts a new approach to interpreting vague and ambiguous referring expressions.
First, we treat natural language generation as a planning problem, where the goal is to produce a
concise referring expression that refers to only intended items and none of the unintended items, while
adhering to linguistic constraints. Second, we integrate natural language generation with interpreta-
tion: the system uses its generative abilities to consider what could have been said in order to evaluate
and compare alternative interpretations about what was said.

We have programmed a system, Aigre,1 that generates and interprets referring expressions,
and will test it in its ability to interpret vague and ambiguous text. We have also developed an
experimental natural language interface to collect human linguistic data, which we use to evaluate
Aigre’s performance. Our research will test two approaches for reducing the uncertainty involved
with interpreting vague and ambiguous referring expressions.

2 The promise and problems of natural language interfaces

Natural language interfaces (NLI) such as Google Calendar’s “Quick Add” feature and Apple’s speech-
controlled personal assistant, Siri, allow users to communicate with computers using natural language.
A user’s natural language allows her to choose what information, and level of detail, to communicate
to the NLI. For this reason, NLIs are widely considered to be superior to direct manipulation (i.e.
forms and widgets) for human computer interaction. An NLI for calendaring software, for example,
could allow the user to create a calendar entry as “meeting with Steven tomorrow” instead of requiring
the user to navigate to and fill-in each component of a generic event—date, time, duration, location,
attendees, etc.

With a NLI, the cost of communication does not disappear; it is merely transferred from the user
to a language interpretation software agent. When the user’s message is vague, ambiguous or otherwise
underspecified, obtaining the correct interpretation requires going beyond the given text and making
hypotheses about what the speaker meant based on what she said. For the aforementioned calendar
entry, relevant questions may include: Which Steven? Where is the meeting? When is the meeting?
How long will the meeting take place? In addition to answering these questions, the interpreter must
determine whether such an inference is justified. Whether or not the interpreter is justified in making
an assumption is a social consideration that involves mutual beliefs about shared knowledge, goals,
linguistic and reasoning abilities. As [Hobbs, 1988] put it, “the less personal knowledge the [dialogue]
participants have about one another, the greater the reliance that must be placed on the conventions
[e.g. common sense] shared by a larger society to which they all belong” (pg. 83). Without much
personal information about the user, we may draw from commonsense knowledge to assume that the
meeting will occur during business hours; whereas, in light of previous personal experience with the
speaker, we could also take his preferences into consideration, e.g., that he prefers his meeting in the
morning, when interpreting the underspecified event description.

As the previous example illustrated, interpreting a natural language utterance can depend on
knowledge about the speaker and the audience, and the task-level parent goal that motivates commu-
nication. A lot of theoretical work has been developed in the field of sociolinguistics, and we will use
the following scenario to define relevant terminology: Imagine you are having lunch at a nice restau-
rant. The waiter is at your table, ready to take your order, and you’ve been eyeing the tuna burger.

1Automatic interpretation and generation of referring expressions. In French, it means “sour”.
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You readily adopt a communication goal of producing an utterance from which (you think) the waiter
will be able to identify the burger you desire. You open your mouth and declare: “I’d like the tuna.”
The waiter, after he has recognized your attempt to communicate with him, decoded your sounds,
and recognized your words, will have to interpret your words in a way that derives a single dish from
the menu that he thinks is the one you intended to order. He then needs to signal to you whether
the communication has succeeded (or failed), so that you know it is now mutual knowledge (or not).
The criteria he adopts when evaluating if an interpretation has succeeded is called the grounding
criteria. Before you emitted the referring expression “the tuna,” you were in an earlier world; a world
where you and the waiter had different mutual knowledge. The set of mutual beliefs that the waiter
believes to be shared with you is called the common ground and it evolves over the course of the
conversation through implicit and explicit speech acts by the dialogue participants. Common ground
is the “field on which a language game is played” [Stalnaker, 2002] and nearly every aspect of meaning
and reference depends on this mutual knowledge [Clark and Marshall, 2002]. Although neither of you
know what your actual shared beliefs are, you can estimate, and even presume, tentative shared beliefs
and revise them when there is some indication of a problem.

A referring expression is a “description of an entity that enables the hearer to identify that
entity in a given context” [Reiter and Dale, 2000,Krahmer and Van Deemter, 2012]. For example, the
description “the tuna” paired with the restaurant context, enables the waiter to identify the intended
dish. Referring expressions have the function of picking a subset of items—the target set—from a
set of possible referents, called the context set. From a UI perspective, referring expressions are
analogous to a selection task; however, they require a user to produce a noun phrase as opposed to
e.g., pointing and clicking.

2.1 Challenges for reference generation and interpretation

When a listener attempts to recover the speaker’s intended meaning(s) from a referring expression, two
sources of uncertainty are ambiguity and vagueness. Ambiguity is when a symbol has more than one
disjoint meanings; vagueness arises from uncertainty about the word’s meanings. For example, the
referring expression, “the big bat and bucket,” contains two kinds of ambiguity: lexical ambiguity from
the word “bat,” which could mean a winged mammal or a piece of sports equipment; and an ambiguity
of scope for the adjective “big,” which may or may not also modify “bucket”. The gradable adjective
“big” contains vagueness in that what it denotes is a function of the noun2 called the comparison class
(either “bat” or “bat and bucket”), and an implicit standard of comparison (a parameter delineating
big from ¬big) that varies among speakers.

Figure 1: An example of vagueness. Which circles are big?

Using our experimental interface (described in section 3.5), we asked 38 participants from Me-
chanical Turk to select which of the 9 circles were referenced by the meaning of “the big circles;” the
result was the distribution featured in Figure 2.

2For example, the predicate nearby in “nearby restaurant” is different from its meaning in “nearby Peruvian restau-
rant” or “nearby airport.”
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Figure 2: The results of an interpretation task where 38 subjects described which circles in Figure 1
were intended by “the big ones.” Circles were ordered by increasing size: circle 1 is the smallest and
circle 9 is the largest. Unlike Figure 1, the circles positions were randomized in the experiments. For
Trial 1, all circles were initially unchecked; and for Trial 2, all circles were initially checked and the
participant had to uncheck the non-targets.

3 AIGRE: Automated interpretation and generation of refer-
ring expressions

In this section, we describe a belief-state planning model for generating and interpreting referring
expressions. Our model, Aigre, is built into a natural language interface, and contains context sets
from two problem domains: a simple shape world, and a set of Amazon Kindle e-book readers.

Figure 3: The natural language interface for Aigre, showing two interpretations for the referring
expression “the lightest,” where the ambiguous adjective “light” could modify either Weight or Bright-
ness.
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3.1 Generating referring expressions as planning

Generating a referring expression is the “process of selecting those attributes of an intended referent
that distinguish it from other potential distractors in a given context [Dale, 2010].”

When generating a referring expression, the first step is to decide whether to refer to the target set
using a proper name, pronoun or description. Next, if one decides to produce a description, the speaker
will have to make a number of decisions about what content she is interested in describing (content
determination), and which lexical units and syntactic frames she will use to describe it (surface
realization). There are often many possible discriminating semantic features (choices for content
determination) and ways to express them in natural language (choices for surface realization) [Goud-
beek and Krahmer, 2010]. Worse, these choices can interact with each other: a hypothetical value
assignment for one implicit parameter may constrain the values that can be assigned to another im-
plicit parameter. Although most work in GRE has modeled the content determination and surface
realization as sequential, separate processes; some researchers have interleaved content determination
with surface realization in what is called a planning approach [Stone et al., 2003, Koller and Stone,
2007,Bauer, 2009,Koller and Petrick, 2010]. We favor and adopt a planning as heuristic-search frame-
work and characterize reference generation as a sequential process that combines content selection
with linguistic realization into actions that produce words and accumulate information about the
belief-state, depicted by the figure below:

Figure 4: Moving left to right, the initial context set (containing 6 members) is refined by the expres-
sion “yellow square” into the final context set containing one member and 5 distractors.

Heuristic search is one approach for finding solutions that balance costs (e.g., lexical access,
inferential cost, syntactic admissibility) against benefits (e.g. meeting the communication goals). By
addressing content and surface realization together, we can jointly optimize the referring expression
according to (1) its ability to uniquely discriminate the intended referent; and, (2) its brevity,3 in a
way that accounts for potential interaction between the two stages.

3.2 Bundling linguistic decisions using action operators

In our planning model of reference generation, the actions are lexical units that change belief states
(knowledge about the world) as opposed to physical actions that change the state of the world. The
library of actions, or “lexicon,‘’ contains manually defined lexical units’ semantic and compositional
effects, used both for generation and interpretation.

In a later section, we describe how to acquire actions costs (the cost of picking a particular lexical
unit), linguistic constraints (syntax), and the parameters for ambiguous and gradable adjectives using
statistics collected from a sample of English speakers.

3Brevity means generating a referring expression without more than we need in order to identify the target set. We
could trivially maximize informativeness by deciding to include all properties (i.e. color, size, shape and position) in the
referring expression. Alternatively, we could select the smallest combination of maximally informative properties that
lead to a distinguishing description (“yellow square”). Humans do something in between: psycholinguistic evidence has
suggested people build up sub-optimal referring expressions incrementally and occasionally include redundant adjectives.
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3.3 Interpreting referring expressions as plan recognition

Just as generation can be modeled using planning, the inverse problem of language interpretation can
be approached as a problem of plan recognition [Geib and Steedman, 2006, Frank and Goodman,
2012], where the goal is to recover the intended communication goal given observations about the
speaker’s linguistic choices, abducing as few assumptions as needed to derive a coherent interpretation
[Charniak and Goldman, 1993,Hobbs et al., 1993].

Particularly in light of interpretive uncertainty, the interpreter may need to reason about the
decisions the speaker made when she produced the referring expression and literally cooperate with
the speaker by taking actions (making assumptions) on her behalf [Clark and Wilkes-Gibbs, 1986].
In one study, a researcher approached US college students and asked the ambiguous question “Who
is he?” while holding up a picture of two men: the US president and the university’s president.
The majority of students cooperated in resolving the ambiguous pronoun he to mean the university
president, while the other students asked for clarification. The cooperative students provided an
assumption about the intended reference by reasoning about mutual belief: everyone in America
knows who the US president is, so the target set is less likely to be him.

The grounding criteria helps the listener determine if the communication goal has been met, or
whether further interpretation decisions are required. If the speaker’s message is underspecified, a
cooperative listener can make assumptions on the speaker’s behalf. For example, imagine that your
friend is asking you to pass him a sweet from a dessert tray (see figure 5). You know that your friend is
on a diet, so when he describes a sugary dessert item, asking for “the yellow square,” you cooperatively
provide the assumption that he wants a smaller portion:

Figure 5: Here we have added three additional objects (large squares) to the context set of Figure
4, and show an example of the interpreter cooperatively adding an assumption toward the joint goal
deriving an interpretation that includes a single item.

When Aigre is interpreting an underspecified referring expression and it cannot meet the ground-
ing criteria using the user’s observed input text alone, it will attempt to assume the minimum set
of assumptions to achieve the grounding criteria. Further, when interpreting a referring expression,
the interpreter can use its model for GRE to reason about the decisions the speaker made when she
produced the referring expression—an approach we describe in the next section.

3.4 An example of interpreting an ambiguous and vague expression

This section describes an example interpretation using Aigre’s natural language interface. This
interface displays the user with a set of potential referents—in this case, we 6 Amazon Kindle e-book
readers.

Figure 3 (on the page 5) shows the two interpretations for the ambiguous and vague referring
expression “the lightest.” This referring expression is ambiguous because one sense of the adjective
“light” denotes the Kindles with the minimal values for their Weight property; while another sense of
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the adjective is the Kindles with the maximal values for their Brightness property. With no additional
knowledge about which sense is more likely, the interpreter derives two interpretations. Note that if we
included an explicit singular noun (“the lightest one”) instead of a plural noun (“the lightest ones”),
we would have enough information to bias the interpretation in favor of the first interpretation,
“light”=Weight, because that result only contains a single outcome.

Vagueness is also a concern because both properties indicated by the adjective “light” are grad-
able. However, because the adjective in the referring expression was in its superlative form, “the
lightest one,” vagueness is not a problem because we do not have to worry about the standard of
comparison—it is simply a hard cut-off separating the targets that have the most extreme values for
the property from those that do not. When we use the positive form (and plural marker), “the
light ones,” the vagueness from the gradable adjective contributes to interpretive uncertainty (along
with the original ambiguity). This is because any interpretation will have to pick some value for the
standard of comparison.

3.5 A platform for collecting human linguistic data

In order to collect data about how people interpret and produce referring expressions, we have devel-
oped an experimental platform over a web-based natural language interface (NLI). We can conduct
two types of experimental tasks: interpretation and generation. For an interpretation task, partici-
pants are presented with a set of items, and asked to select the ones that were intended by a particular
referring expression (see Figure 6). For a generation task, participants are asked to enter an English
description of a set of indicated objects (see Figure 7).

This experimental platform allows us to conduct inexpensive experiments using Amazon’s Me-
chanical Turk. From these experiments, we are able to rapidly acquire linguistic data from a popula-
tion of US language users. This platform allows us to perform experiments to uncover which factors
mitigate ambiguity and vagueness, and evaluate strategies for reducing interpretation uncertainty.

Figure 6: An example interpretation task, where subjects are asked to check the targets that correspond to
the referring expression. As an aside, we were surprised to learn that for roughly 24% of our participants,
“the big one” corresponded to the more expensive but smaller shape.

Figure 7: An example generation task, where subjects are asked to generate a referring expression for the
target items.
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3.6 Two strategies for reducing interpretive uncertainty

Without adequate ways to effectively interpret in light of uncertainty caused by vagueness and ambigu-
ity, NLIs are limited in their ability to understand the meanings that users intended to communicate.
We propose the implicature and alignment strategies for reducing interpretive uncertainty in re-
ferring expressions:

Implicature: Using implicature to rule out vague or ambiguous interpretations. Some-
times we can refine our interpretation about what was said by considering the alternatives referring
expressions that were not said. If the speaker said “the somewhat blue square” with the context set
{�,�}, although both squares are candidates, we may be able to rule out � by reasoning that the
more concise referring expression “the blue square” would have been said if the user intended this more
prototypically blue square (example from [Rayo, 2008]).

Alignment: Aligning with the speaker’s standard of comparison to reduce vagueness.
Vague expressions can cause the listener to infer a broader range of interpretations than the speaker
intended. Whenever the speaker confirms or rejects a particular interpretation, however, we may
be able to acquire metalinguistic knowledge that makes future interpretations more precise [Barker,
2002]. For example, if the user accepts that The Elephant Walk is “a cheap restaurant,” the computer
should align its standard of cheap by eliminating any hypothetical standards that were less cheap

than The Elephant Walk, and do the opposite for its antonym expensive. If the interpreter could
align with the human speaker, future interpretations of referring expressions that contain cheap and
expensive (even implicitly) could be made more precise.

The remainder of this proposal will discuss the above strategies, how they connect with related
research, and we will evaluate them.

4 Implicature: Using implicature to rule out vague or am-
biguous interpretations

With the Implicature Strategy, our goal is to see if, when interpreting suboptimal referring expressions,
we are justified in making a conversational implicature based on informational content:

Informativeness Implicature: If there is a lower-cost and at least as informative way of communi-
cating any of the resulting interpretations, then we can rule out the interpretation in question.

The Implicature Strategy depends on being able to generate referring expressions in a human-like
way. This is because we reason about linguistic decisions by weighing costs and benefits, and we need
to characterize Aigre’s actions such that it is able to produce referring expressions that match the
likelihood of human English speakers.

Implementing the Implicature Strategy builds on the idea of a planning graph [Kambhampati
and Subbarao, 2007], which is a graph that represents all expansions from a given position in a search
state. To us, a planning graph represents “all the meaningful things you could say about your context
set.” For example, given the context set in the shapes domain, {N,�,N}, Aigre produces the graph
depicted in Figure ??. Starting with the initial empty belief state, S, Aigre tries all of the possible
actions (words) and evaluates the consequences. All paths are sequences of words, from the initial
belief state to possible target states. The color of each node denotes its extension; meaning the subset
of the context set denoted by a particular referring expression (concatenate the edge labels).

The Implicature Strategy can now be characterized succinctly. A given uncertain referring ex-
pression corresponds to a set of paths in the planning graph, coupled with their resulting target sets
(extensions). Suppose one interpretation, Ij , of the given referring expression refers to target set T,
with the cost C. If the planning graph contains an alternate path to T with a cost lower than C, we
can rule out interpretation Ij .
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Color Extension
Extension 1 {N,�,N}
Extension 2 {�,N}
Extension 3 {N,N}
Extension 4 {N,�}
Extension 5 {N}
Extension 6 {�}
Extension 7 {N}

Figure 8: The planning graph originating with the initial belief state, S, which refers to Extension 1.
The numbers on the nodes indicate the order in which they were expanded; the colors represent their
extension. The numbers after the actions represent the cumulative path cost.

Here is a simple, concrete example: Imagine there is a new vague English adjective “yellow-red”
that means Color=“yellow” ∨ “red”. (Note it is not gradable, it means “yellow” or “red” or both

with the same likelihood.) The path S → 1 → 17 → 20 → 64 , which can be realized as “the
yellow-red red triangle”, refers to Extension 7 (denoting the red triangle), with a cost of 3. Because

there is a simpler path, “the red triangle”, S → 1 → 20 → 64 , to the same target with a lower cost,
2, we conclude that the first referring expression is sub-optimal. And, if there were some competing
interpretation, we would have used the Imformativeness Implicature to rule it out.

The planning graph depicted above is only a starting point; it has several simplifying constraints
that we will relax: 1) Actions will have variable costs that will be learned from experimental data,
not just unit costs; 2) adjectives will have gradable membership functions—rather than each meaning
being an “all or nothing” set operation (e.g. red or not red), each target will have a membership score
representing its likelihood of being consistent with the belief state; 3) referring expressions with poorly
formed linguistic descriptions, i.e., neglecting a noun or determiner, will be penalized; and 4) there
will be many more linguistic actions, making it important to only expand the relevant parts of the
planning graph.
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5 Alignment Strategy: Aligning standards of comparison to
reduce vagueness

Vagueness arises from humans’ imprecise knowledge about a word’s meaning, and the semantics of a
vague assertion can be modeled as a probability distribution over possible precise meanings [Lassiter,
2011]. Vagueness is generally considered a threat to formal semantics, which depends on precise,
logically formulated meaning; however, the two can be reconciled by thinking of each particular
speaker’s language as a weighted set of a large number of precise languages.

Gradable adjectives, such as big, cheap and good, are among the most frequently used adjectives
[Van Deemter, 2006a] and are paradigmatic examples of vagueness. This is because before a listener is
able to compute a gradable adjective’s meaning, he must decide how to assign values to the comparison
class and how to compute a standard of comparison—and these two implicit choices can give the
interpreter uncertainty about the referring expression’s meaning.

As [Stalnaker, 2004] observed, during discourse, each assertion contains information that elimi-
nates possible referents from the context set, and also conveys information about how future utterances
are to be interpreted. This can come about via conceptual pacts, when a speaker and listener agree
to refer to an object by a particular name [Brennan, 1996, Clark and Wilkes-Gibbs, 1986]; or as a
metalinguistic side effect of accepting the use of a vague term [Barker, 2002]. When an interpreter
is able to use a vague expression to meet his grounding criteria (for vague referring expressions, the
grounding criteria is to identify the speaker’s target set), he can learn something about the speaker’s
implicit standard of comparison. Our first experiment tests this theory.

Here are three illustrative scenarios:

1. Larry asks his phone for a “nearby Italian restaurant” and then selects one that is 4.3 miles
away → The interpreter has evidence that in Larry’s language, the standard of near for this
comparison class (Italian restaurants) and origin (Larry’s position) includes 4.3 miles or less
and far’s standard excludes 4.3 miles or less.

2. Tina asks her TV to play a “short TV show” and then selects a 25 minute episode of “The
Simpsons” → The interpreter has evidence that 25 minutes is short for a TV show, and not
long for a TV show.

3. Billy asks his domestic robot partner for an “inexpensive pair of pants” and then purchases
the $50 jeans. → The interpreter has evidence that Billy thinks $50 is inexpensive for pants
and $50 is not expensive for pants.

Although this hypothesis has been previously advanced by [Barker, 2002], to our knowledge we
are the first to model the metalinguistic inference and test it experimentally in a user study.

6 Related Work

This research connects to and builds upon a large body of interdisciplinary work, but contains several
novel aspects, including its specific goal of focusing on reducing interpretive uncertainty in referring
expressions. The two strategies for reducing uncertainty depend on being able to generate vague
and ambiguous linguistic referring expressions in a human-like manner. In the GRE community, the
goal of producing human-like linguistic referring expressions has only recently been gaining traction
(see [Van Deemter et al., 2011]). In this section, we discuss how the GRE capabilities of Aigre are
related to the existing research, and which of its differences we anticipate will be contributions.

Contemporary GRE research can be divided into two largely independent research groups with
different objectives: psycholinguistic research concerned with explaining and describing what a
person does when generating a referring expression, and computational work (in AI or NLP),
concerned with building models that generate useful referring expressions. Although computational
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research is sometimes influenced by psycholinguistic research (more generally, cognitive science), until
very recently (e.g. [Khan et al., 2012]), the influence was always with respect to the output of the
task, not the cognitive-linguistic behavior.

Over the last 20 years, the dominant goal of computational GRE research has been to find a
distinguishing description: Given a completely defined set of elements, represented as sets of
attribute-value pairs, and a single target to identify, choose a set of attributes that distinguish the
target from the other entities in the context set. This definition only covers content selection (the out-
put is a list of attribute-value pairs), and not linguistic realization (!). Many researchers have relaxed
the assumptions, often one at a time to accommodate preferences for attributes (e.g. a preference for
selecting color over shape) [Dale and Reiter, 1995], attribute or value salience (e.g. preference for blue
over yellow; preference for the most recently mentioned object) [Krahmer and Theune, 1998,Viethen
et al., 2011], and relational descriptions (e.g. “to the right of”, “above”) [Dale and Haddock, 1991]
(see [Krahmer and Van Deemter, 2011] for an overview).

[Van Deemter et al., 2011] makes a forceful argument for uniting the computational and psycholin-
guistic approaches (as we have; recall Section 3.5). They claim that human-like reference generation
requires at the very least non-deterministic output, which aggregate and quantified descriptions of the
underlying linguistic decision process. Here is a summary of the ways Aigre contributes to research
in GRE:

Aigre generates non-deterministic English output. The shared goal of the GRE has been
to produce distinguishing descriptions, but this stops short of producing linguistic output. The deci-
sion to avoid linguistic output enabled the community to evaluate models against a corpus containing
single, correct referring expressions [Gatt et al., 2009]. This drew the attention far away from the
psycholinguistic concerns, because human-produced referring expressions are known to vary signifi-
cantly. Even the same person will produce multiple valid referring expressions to describe the same
referent [Viethen and Dale, 2009]. To our knowledge, [Di Fabbrizio et al., 2008] is the only imple-
mented model of GRE that produces non-deterministic output. Their research compared four different
random selection criteria for choosing attributes. Similarly, Aigre produces stochastic outputs by
randomly choosing relevant actions and greedily assuming the next state, counting the number of
times it reaches a particular goal (and the path, a referring expression, that led to it). Unlike [Di Fab-
brizio et al., 2008]’s model, we follow the planning approach of [Bauer and Koller, 2010] by combining
the content determination (semantic decisions) with the linguistic realization (syntactic decisions and
word choice) in the same actions.

Aigre addresses both generation and interpretation. To our knowledge, no computational
model except [Winograd, 1972] addressed both generation and interpretation of referring expressions
using the same underlying linguistic and semantic representations.

Aigre can generate (and interpret) vague expressions. Dale and Reiter’s influential char-
acterization of GRE as selecting the set of properties that “rules out” the distractors has the side-effect
of framing the problem around crisp rather than vague semantics. The meaning of a vague assertion
does not necessarily “rule out” any members from the target set, instead it makes members more or
less likely. [Van Deemter, 2006b]’s model, Vague, is capable of generating referring expressions that
include gradable adjectives, but managed to do so in a crisp, deterministic way. The authors inten-
tionally avoided using standards of comparison because of their arbitrariness, so they were required
to produce “the two largest ones” rather than “the large ones” when describing multiple items. With
Aigre, we embrace the uncertainty involved with standards; it is what we are trying to model! The
graded meanings of adjectives will be modeled using probabilities [Lassiter, 2011] or gradual member-
ship functions [Zadeh, 1975,Hersh and Caramazza, 1976], whose parameters have been set using data
about human interpretations.

Aigre can generate (and interpret) ambiguous expressions. In Aigre, ambiguity is
modeled simply as non-deterministic effects resulting from applying an action to a state. Ambiguity
is introduced in the linguistic realization component, and consequently there have been little attention
to the problem in the GRE community until very recently. [Khan et al., 2012] sought to avoid cases
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of “viscous ambiguity,” where the intended interpretation was significantly less probable than the
competing interpretation, by collecting statistical data about word-attribute bindings in a corpus and
using it to predict such problematic cases. In our analysis, we will use our experimental interface to
quantify the uncertainty of ambiguous adjectives as we do for vague adjectives.

7 Evaluation

The goal of this research project is to reduce interpretive uncertainty when processing referring ex-
pressions using two strategies, Implicature and Alignment. Although both strategies share a common
goal, to reduce interpretive uncertainty, they both have different information dependencies and thus
require separate experimental methodologies. At a high level both problems can be characterized
as: Given a context set and a vague referring expression, which together produce a set of disjoint
interpretations, apply the strategy to determine whether or not the uncertainty has been reduced. A
reduction in uncertainty can be quantified explicitly as an information gain, or reduction of entropy,
of the likelihood of each target. Reducing uncertainty could be approached at a group level, as we
do for the Implicature Strategy, or at the individual level, which we do for the Alignment Strategy.
Because both strategies depend on having the ability to generate referring expressions in a human-like
fashion, we must first test Aigre in its generative abilities. To increase experimental validity, the
experiments will be repeated across many different context sets and vague referring expressions.

Generating referring expressions that are similar to a population of English speakers. Given a
context set (e.g. the 9 circles in Figure 1 found on page 4), we run user generation studies and collect
referring expressions from a population of English speakers for all 2n−1 possible non-empty target sets.
As a supervised learning problem, each context set and target set is an input, and each probability
distribution of referring expressions is a labeled output. We use reinforcement learning to set weights
for each of Aigre’s actions, using the training portion of this data. The loss function is the difference
in the Aigre’s output to the probability distribution of from our human sample, which is defined by
the Kullback-Lieber distance—a simple equation for computing relative entropy between two discrete
probability distributions. We then use held-out data to evaluate the effectiveness in our generative
abilities to reliably produce human-like referring expressions.

Reducing interpretive uncertainty for any member of a population of English speakers. Initially
we want interpretive uncertainty to be reduced in a way that leads us closer to interpretations that are
similar to a group of human language users. A priori, before we have any knowledge of an individual
speaker’s linguistic preferences, so the best possible outcome would be to represent the interpretation
abilities of a large set of users. That means, for a context set of two items, if 3

4 of human subjects
interpret a referring expression to mean element 1, and the remaining quarter interpret it to mean
target 2, the ideal output of our interpreter would be 〈0.75, 0.25〉. We use Kullback-Lieber distance to
quantify the change in interpretation outcomes before and after our using the Implicature Strategy.

Reducing interpretive uncertainty for an individual English speaker. Our goal here is to make
the interpretations for an individual more precise than they would be for a group. This implies that
we are able to simulate the interpretative capacity of a group, which is what we previously described
as the goal of the Implicature Strategy. This does not mean the Alignment strategy depends on
the Implicature Strategy’s success, because we restrict our focus to a particular class of referring
expressions—those that contain vague, gradable adjectives—for which a group’s interpretive behavior
can be modeled easily without having to reason about implicatures. For such referring expressions,
we can approximate this behavior by collecting data of how a group interprets a gradable adjective
and use it to infer parameters of a model that we use to simulate the group’s uncertain meaning
of those adjectives. The goal of the Alignment Strategy is to see if an individual person’s standard
of comparison can be inferred from example usage, and used to make interpretations more precise
than the baseline of the group. We will also evaluate this using human linguistic data, this time
using a within-subject study. Each participant is given a sequence of interpretation tasks where they
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select the denotation of a vague assertion and its antonym over several different comparison sets.
Each subject has given us a sequence of data for interpretation tasks. We use this ordered list of
interpretations to see if and how many examples are required to identify the intended targets given a
vague referring expression as a user would, more accurately than a baseline model—one that interprets
gradable adjectives using the average standard from a large sample of English speakers. Rather than
use information gain to evaluate “better”, the referral task for an individual is crisp (targets are either
“in” or “out” of the interpretation, with certainty), and we use an F-measure to quantify the number
of false positives and negative target that appeared in the target set for the Alignment Strategy and
the baseline.

8 Schedule

• November: Committee and MASCOM approval. Thesis proposal defense. Pilot user studies
for Evaluation 1. Revise and deploy.

• December: Deploy user study. Collect and Analyze results.

• January 2013: Analysis, write-up, and dissemination. Pilot user studies for Evaluation 2.
Revise and deploy.

• February: Collect user study data; analysis.

• March-April: Analysis, write-up, and dissemination.

• May: Finish Thesis. Defense.
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