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Abstract
The processes and representations used to generate the behavior of expressive virtual characters are a valuable and largely un-
tapped resource for helping those characters make sense of the world around them. In this paper, we present Max T. Mouse, an
anthropomorphic animated mouse character who uses his own motor and behavior representations to interpret the behaviors he
sees his friend Morris Mouse performing. Specifically, by using his own motor and action systems as models for the behavioral
capabilities of others (a process known as Simulation Theory in the cognitive literature), Max can begin to identify simple goals
and motivations for Morris’s behavior, an important step towards developing socially intelligent animated characters. Addi-
tionally, Max uses a novel motion graph-based movement recognition process in order to accurately parse and imitate Morris’s
movements and behaviors in real-time and without prior examples, even when provided with limited synthetic visual input. Key
contributions of this paper include demonstrating that using the same mechanisms for movement and behavior perception and
production allows for an elegant conservation of representation, and that the innate structure of motion graphs can be used to
facilitate both movement parsing and movement recognition.

Categories and Subject Descriptors (according to ACM CCS): I.2.6 [Artificial Intelligence]: Learning - Concept Learning;I.3.6
[Computer Graphics]: Methodology and Techniques - Interaction Techniques I.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism - Animation

1. Introduction

Humans (and many other animals), display a remarkably flexible
and rich array of social competencies, demonstrating the ability to
interpret, predict and react appropriately to the behavior of others,
and to engage others in a variety of complex social interactions. We
believe that developing systems that have these same sorts of so-
cial abilities is a critical step in designing animated characters, and
other computer agents, who appear intelligent and capable in their
behavior, and who are intuitive and engaging for humans to interact
with.

In this paper, we present a novel system for allowing one ani-
mated character to observe and imitate another’s movements, using
a graph-based motor representation [KGP02] [LCR∗02] [AF02]. In
particular, our approach takes advantage of the “hub-and-spoke” na-
ture of motion graphs (as described by [GSKJ03]) to simplify the
traditionally daunting problems of motion segmentation and recog-
nition. Furthermore, the characters presented in this paper are able
to use their imitative abilities to bootstrap simple mechanisms for
understanding each other’s low-level goals and motivations, a crit-
ical new ability that brings us a step closer to our goal of creating
socially intelligent artificial creatures.

In the following section we briefly review related work in anima-
tion and social robotics. Next, we explore the cognitive theories mo-
tivating our approach to creating socially intelligent animated char-
acters in a bit more detail. Subsequently, we describe our imitation
architecture, and in particular, look at Max and Morris Mouse, two
anthropomorphic animated mouse characters who are able to inter-

Figure 1: Max (right) and Morris (left) in the virtual desert

act with each other, and observe each others’ behavior. We will focus
especially on Max’s ability to imitate Morris, and on our ongoing
research into giving these characters other social learning capabili-
ties, including learning about their environment by observing each
other’s behavior. Finally, we will discuss the implications of our re-
sults as well as possible future work and extensions.

2. Related Work

A number of researchers have addressed the problem of creating
believable and life-like interactive animated characters. These in-
clude Perlin and Goldberg’s pioneering IMPROV system [PG96],
which allows synthetic actors to move naturally in response to rela-

c© The Eurographics Association 2005.



D. Buchsbaum & B. Blumberg / Imitation: A Graph-based Approach

tively high-level human direction. Badler and colleagues have done
significant research developing 3D characters capable of execut-
ing complex actions in response to natural language instructions
[BPB99] [BAZB02]. Some of the first work in ethologically inspired
interactive characters was pioneered by Blumberg [Blu96] and used
in the ALIVE installation [BG95], where human participants saw
themselves projected into a virtual world featuring an animated dog
named Silas. More recently, Tomlinson’s Alphawolf [TDB∗02] was
one of the first projects to explore enduring social memories in artifi-
cial characters. Other recent systems for generating interactive char-
acters include those of Thalmann [CMT01], Cassell [Cas99] and
Pelachaud [Pel03].

In recent years, a number of imitative robotic and animated char-
acters have been developed (for a partial review see [BS02] [Sch99]
and discussion in [BBG∗05]). Often, this work has emphasized the
creation of systems able to mimic the particular form of individual
actions, focusing on the physical performance of the robot or charac-
ter, rather than on gaining social or environmental knowledge. This
work has generally taken relatively little advantage of other types of
social learning that are present in animals, especially with regard to
possible shared mechanisms between simpler social learning behav-
iors and mind-reading abilities.

Recently, Breazeal et. al. [BBG∗05], implemented a cognitively-
inspired facial mimicry architecture, allowing an animated version
of a robot to imitate human facial expressions. This work differs
significantly from the work presented here, since it focuses primar-
ily on replicating a specific cognitive model of infant-caregiver in-
teraction (known as AIM [MM97]), and imitates only static facial
expressions. Overall, the path towards creating socially intelligent
agents is still largely uncharted, especially within the framework of
a larger cognitive architecture.

To some extent, imitation of one animated character by another
has been addressed in the animation and motion capture literature,
where it is known as the problem of retargetting [Gle98]: taking
motion capture or animation data from one character and using it to
animate another character of differing size. Some particularly inter-
esting work in this area has been done by Bindiganavale [Bin00],
whose CaPAR system parses motion capture data into hierarchical
goal-directed action units, which can then be played out on a new
character after only a single example. Other work in this area in-
cludes that of Yin and Pai, whose FootSee system attempts to rec-
ognize and recreate the movements of a human demonstrator using
only foot location as input [YP03].

One animated character imitating another faces a classic motion
capture problem: how to parse a continuous stream of visual data
into individual movements, and how to recognize these movements.
One common approach to segmenting motion data is looking for
large changes in the acceleration and velocity of key joints—which
might represent a body part changing direction or coming to a stop
[FMJ02] [BB98]. Often, the 2nd derivative of the motion data is
used to detect these points. This information is then combined with
a probabilistic model to try and identify whether these points could
be the beginnings or endings of movements. Additionally, Barbic
et. al. presented three methods for segmenting motion capture data,
two of them online, using variants of PCA analysis [BSP∗04].

In this paper, we present a somewhat different approach to seg-
menting motion data. Many different movements start and end in the
same transitionary poses, such as standing or sitting. In fact the idea
that certain poses or animations represent “hubs” in a character’s
movement repertoire was leveraged by Gleicher et. al. [GSKJ03]
in assembling motion graphs for animated characters. Here we take
advantage of the inverse idea—that poses matching those at “hubs”
can potentially be used as segment markers between observed move-
ments (this idea is explored in more detail in section 5.1).

Finally, there have been many computational approaches to the

problem of movement recognition from visual data (see for exam-
ple [WB00], [Bin00], and reviews in [Gav99] and [WH99]), most of
which use a set of probabilistic models to classify movements, and
rely on a large pre-existing example set. Here, rather than providing
our characters with a large set of example movements, we simplify
the problem by noting that they already have a built-in example
set—their own movement repertoires, represented by their motion
graphs, and use their motion graphs as the basis for our movement
recognition process, an approach that proved sufficient for our ulti-
mate goal of behavior recognition.

3. Simulation Theory

Our approach to designing socially intelligent animated characters
draws from theories of how the ability to interpret the behaviors
and intentions of others, often called theory of mind (ToM), devel-
ops in humans. One of the dominant hypotheses about the nature
of the cognitive mechanisms underlying theory of mind is Simula-
tion Theory (ST) [Gor86] It can perhaps best be summarized by the
cliche “to know a man is to walk a mile in his shoes.” Simulation
Theory posits that by simulating another person’s behaviors and the
stimuli they are experiencing using our own behavioral and stim-
ulus processing mechanisms, humans can make predictions about
the behaviors and mental states of others, based on the mental states
and behaviors they would possess in the same situation. In short, by
thinking “as if” we were the other person, we can use our own cog-
nitive, behavioral, and motivational systems to understand what is
going on in the heads of others.

Here, we argue that an ST-based mechanism could be used by
animated characters to understand each other (and ultimately to un-
derstand human behavior). As an approach to designing socially
intelligent animated creatures, Simulation Theory is appealing be-
cause it allows for an elegant conservation of representation. Since
an animated character must already have motor and behavioral rep-
resentations in order to move and behave, using these same mecha-
nisms to interpret and represent the behavior of others (i.e. coupling
behavior perception and behavior production) allows them to share
much of their implementation. In the following sections, we discuss
our Simulation Theory-based imitation and movement recognition
architecture, which we have developed using two 3D computer ani-
mated characters, Max and Morris Mouse.

4. Max and Morris

Max and Morris were built using a specialized set of libraries for
building autonomous adaptive characters and robots, previously de-
veloped by the Synthetic Character’s Group at the MIT Media Lab.
The toolkit contains a complete cognitive architecture for synthetic
characters, including perception, behavior, belief, motor and navi-
gation systems, as well as a high performance graphics layer for do-
ing Java-based OpenGL 3D Graphics. A brief introduction to a few
of these systems will be given here, but it is beyond the scope of
this paper to discuss them all in detail (for more information please
see [BDI∗02] [BID∗01]).

4.1. The Motor System

The primary task of the motor system for a conventional 3D vir-
tual character is to generate a coordinated series of animations that
take the character from where his body is now to where the char-
acter’s behavior system would like it to be. To approach this prob-
lem, we have created a multi-resolution variant of a standard motion
graph [LCR∗02] [AF02] [KGP02], which we call a posegraph (our
work builds on that of Downie [Dow01]). To create a character’s
posegraph, source animation material is broken up into poses corre-
sponding to key-frames from the animation, and into collections of
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Figure 2: This figure shows Morris in 3 poses. The top row is Mor-
ris as we see him, while the bottom row is Morris as seen through
Max’s synthetic vision. The colored spheres on Morris’s body are
key body parts whose location is tracked by the synthetic vision sys-
tem.

connected poses known as movements. Animations can be generated
and played out on the character in real-time by interpolating down a
path of connected pose nodes, with edges between nodes represent-
ing allowable transitions between poses. The graph represents the
possible motion space of a character, and any movement the charac-
ter executes can be represented as a path through its posegraph.

Within the posegraph representation, movements are of particu-
lar importance to us here. Movements represent pre-defined paths
through the posegraph, and generally correspond to things we might
intuitively think of as complete behaviors (e.g, sitting, jumping,
waving), and therefore often match up closely with requests from
the character’s behavior system. Critically, because movements cor-
respond closely to simple behaviors, they also represent the level at
which we would like to parse observed movements, in order to iden-
tify and imitate them. Therefore, inspired by Simulation Theory, our
characters recognize and imitate movements they observe by com-
paring them with the movements they are capable of performing
themselves, a process we will discuss in greater detail in section 5.
Currently, Max and Morris each have approximately 30 movements
in their graphs (not including transition animations).

4.2. Synthetic Vision

For this project, we used a simple form of real-time color-coded
synthetic vision (see figure 2). This type of Synthetic Vision has
been used previously, for example in [TT94] [Blu97] [IB02]. Each
timestep, the synthetic vision system takes as input a graphical ren-
dering of the world from the position and orientation of the crea-
ture’s eye. This rendering is typically a color-coded view of the
world, in which each object is assigned a unique color, which can be
used as an identifying tag. By scanning the visual image for pixels
of a particular color, the creature can “see” an object.

Besides ascertaining whether an object is obstructed or visible,
another important function of synthetic vision is determining object
location. A simple approximate location can be extracted visually
by examining the screen-space coordinates of an object’s centroid
in the point-of-view rendering. The (x,y) screen-space coordinates
can then be combined with information from the rendering’s depth-
buffer, in order to determine the 3D location of the object in the
coordinate frame of the creature’s eye (i.e. the object’s location from
the creature’s perspective).

Root Node

Figure 3: Morris viewed from Max’s perspective. The colored
sphere marking his root node is circled in yellow.

5. Imitation and Movement Recognition

As described in section 1, Max the Mouse is able to observe and
imitate his friend Morris’s movements, by comparing them to the
movements he knows how to perform himself. Max’s synthetic vi-
sion system allows him to visually locate and recognize a number
of color-coded body parts on Morris’s body, such as his hands, nose
and feet. Currently, Max is hard-wired to know the correspondence
between his own body parts and Morris’s (e.g. that his right hand
is like Morris’s right hand), but an extension using learned corre-
spondences is planned for this research (see section 7.1). Similarly,
Max starts out knowing which body parts in the image are which
(e.g. that yellow is the color-code for the nose, and blue is for the
left hand), which is somewhat analogous to the idea that animals
and infants have innate templates for recognizing certain facial fea-
tures [MM97].

5.1. Parsing Observed Motion into Individual
Movements—-An Example

Let’s say that Max watches Morris first jump up in the air, and then
cover his face with his hands. How does he take this continuous
image sequence and correctly divide it into two movements (rather
than one or four or ten)? As mentioned previously, many different
movements start and end in the same transitionary poses, such as
standing or sitting, so that these poses can potentially be used as
segment markers. In fact, the idea that certain poses or animations
represent “hubs” in a character’s movement repertoire has previ-
ously been used in assembling motion graphs for animated char-
acters [GSKJ03]. Our characters’ movement repertoires generally
follow just this sort of hub and spoke model. Here, we’ve taken ad-
vantage of the fact that almost all of Max and Morris’s movement
primitives—that is, all the animator-provided source animations that
have been assembled into their posegraphs (as described in section
4.1)— pass through a standing position. Therefore, rather than us-
ing the standard approach of finding the 2nd derivative of the mo-
tion data for each observed body part, in order to detect movement
boundaries, we use the simpler approach of using places where Mor-
ris passes through a hub (in this case standing), as potential indica-
tors of the beginnings and endings of movements.

When Max watches Morris, his synthetic vision system extracts
the world-space position of each of Morris’s visible body parts. The
most important of these positions is Morris’s root node (see figure
3), which Max uses as a reference point for Morris’s movements—
converting the world-space position of Morris’s other body parts to
root node relative positions (e.g. where Morris’s hands, elbows and
feet are relative to the center of his body, rather than to the center of
the world). In order to do this, Max must figure out which way Mor-
ris is facing. For this, he uses another visible body part—Morris’s
nose, as a forward reference. Max assumes that Morris’s nose is al-
ways somewhat in front of Morris’s body, and uses its position rela-
tive to the line defined by Morris’s knees to determine Morris’s root
node orientation. These pieces of information—the world-space po-
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Figure 4: This figure shows 4 frames of Morris moving into a jump.
In frame 1 Morris starts in a standing position. by frame 3 the dif-
ference between his body position and standing is sufficient to be
detected as marking the beginning of a movement.

sition of Morris’s root node and the direction he is facing— are suf-
ficient for a standard coordinate frame transformation.

Max also has another important source of information—himself.
By looking at his own stand movement, Max can find where his
body parts are positioned relative to his own root node while he is
standing in order to form an example standing pose. This example
pose is just a collection of the root-relative positions of Max’s key
body parts during a single typical frame of standing:

Standing = (LHandxyz,RHandxyz...LFootxyz,RFootxyz)

Max can then compare this example pose with each incoming
frame of motion data, to see how close Morris’s current position
is to standing. The distance metric used to do this comparison is
extremely simple:

dist(A,B) =
∑

N
i=1 d(Ai,Bi)

N
(1)

Where N is the number of of visible body parts, A is Max’s sam-
ple standing pose, B is the observed pose, and Ai and Bi are the x,y, z
root-relative coordinates of body part i within those poses. The dis-
tance between Ai and Bi is given by d, defined as:

d(a,b) =
√

(a1−b1)2 +(a2−b2)2 +(a3−b3)2 (2)

where a and b are 3-dimensional vectors. For each pose, only the
currently visible body parts are used in the comparison (i.e. if the
hands are currently obscured, they are left out of the distance met-
ric), which is why an average is used.

Going back to our example, this means that as Morris begins to
jump, the distance between his current position and standing in-
creases. At a certain point, an empirically determined threshold is
reached, indicating that he is no longer standing (see figure 4). Con-
versely, as Morris falls back to the ground, and starts returning to a
standing position, the distance between his current pose and stand-
ing drops, until it is once again below threshold. Finally, as Morris
raises his arms to cover his eyes, the distance of his current pose
from standing begins to increase again, and the threshold distance is
crossed once more.

Simply by keeping track of when the threshold between standing
and not-standing is crossed, and whether it was crossed on a rising
or falling edge, Max can find the beginnings and endings of Morris’s
movements. Added accuracy can be obtained by low-pass filtering
the distance values. This is a relatively crude motion parsing tech-
nique, but as we will see in section 5.2, only a roughly accurate

parsing of the motion data into individual movement segments is
necessary in order for Max to correctly identify the movements he
sees Morris performing. A nice aspect of this approach is that Max
uses his body-knowledge—the knowledge that his movements tend
to start and end in hubs, and the knowledge of what his own hubs
(standing) look like—to simplify the motion parsing problem.

5.1.1. Using Visible Body Part Locations

An important advantage to using cartesian coordinates rather than
joint angles, is that it greatly reduces the amount of data that must
be tracked and analyzed. For example, determining the position of a
character’s hand using joint angles requires tracking the entire chain
of joints from the character’s root to his wrist. In contrast, using root-
relative coordinates allows us to track just the hand itself. This is a
critical feature when one considers that the tracked information must
be stored and compared for each frame of the observed motion. Our
system has been run successfully while tracking as few as 8 body
parts, reducing the problem of comparing two frames of motion to
finding the cartesian distance between eight pairs of 3-dimensional
vectors. Finally, body-part positions turn out to be a very flexible
form of input and, as described below, compensates well for partial
or obscured data.

5.2. Matching Observed Movments to Movements in the
Graph

In the previous section, we discussed how Max separates out indi-
vidual movements from a stream of observed motion. Once Max
has seen Morris perform a complete movement, he is faced with an-
other classic problem: movement recognition. Let’s go back to the
example of Max watching Morris jump in the air and then cover his
face with his hands. Once Max has segmented the motion stream
into two movements, how does he identify these movements with
his own cover face and jump movements?

When Max sees Morris jump, he represents the observed jump
as a sequential series of poses, each containing the root-relative po-
sitions of Morris’s body parts during one observed frame. In order
to represent Morris’s jump in his own motion space, Max needs
to find the path through his posegraph that is ‘closest’ to the path
he observed (e.g. a path made up of poses with similar hand, nose,
and foot positions to those he’s seen). To do this, Max chooses a
frame from the middle of the observed jump as a starting point for
identifying what he’s seen. We found that the middle of a movement
tends to be more representative (i.e. less generic or similar to other
movements) than the beginning or the end, since the beginning and
the end by definition contain transitionary poses. Max then searches
all the poses in his graph for the k poses most similar to this rep-
resentative frame, using the distance metric defined in equation 1.
This is the only time in the movement matching process that the en-
tire graph is searched. Next, Max uses the k best-matching poses as
starting places for searching his posegraph, exploring outward along
the edges from these nodes, and discarding paths whose distance
from the demonstrated movement has become too high, where dis-
tance between the observed movement O and a given path (starting
with one of the best-matching poses) P is defined as:

pathDistance =
N

∑
i=1

dist(Oi,Pi) (3)

Where N is the number of poses in the subset of the observed path
currently being considered, and dist is the distance between two
poses, as defined in equation 1.

Finally, Max takes this best-matching path through his graph and
checks to see which of his pre-existing movements the poses in the
path are already a part of. If the majority are from a particular move-
ment (in this case, jumping), Max assumes that this is the movement
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he saw Morris performing. Figures 5 through 8 walk through a sim-
plified example of the movement matching process in more detail.

5.2.1. Distinguishing Similar Movements

Often, characters must differentiate between two very similar look-
ing movements (or combinations of movements). Max and Morris
have a number of distinct movements that use the same body parts
and produce similar motion trajectories, such as waving vs. knock-
ing vs giving a thumbs up, reaching high up vs jumping and quite a
few others. While we have not set out to explicitly test the limits of
our system’s ability to distinguish between similar movement prim-
itives, our experience has been that movements that are similar, but
visibly different to human observers, produce enough subtle varia-
tion in body position, trajectory, and speed to be successfully distin-
guished by our system (whether this would remain true with noisier
vision data is harder to say—see section 7.2 for a discussion).

5.2.2. Characters With Differing Posegraphs

We created versions of Max and Morris with somewhat different
posegraphs, where a subset of each character’s movements were
similar, but not identical, to a corresponding set of the other char-
acter’s movements. Again, while we did not explicitly test the limits
of the system, our observation is that, in these situations, Max picked
what appeared to be the closest approximation of the movements he
saw Morris performing.

For example, Max had a movement in his motor system that in-
volved covering his face with his hands. Meanwhile Morris had a
similar movement, where he covered his face and shook his head,
rocking back and forth. Morris’s movement took longer than Max’s
to perform, and involved the motion of a number of additional body
parts. Nevertheless, Max identified his own, non-identical, cover
face movement as the closest match in his system.

5.2.3. Advantages of Graph-based matching

One important benefit of using the posegraph to classify observed
motion is that it simplifies the problem of dealing with partially ob-
served (or poorly parsed) input. If Max watches Morris jump, but
doesn’t see the first part of the motion, he will still be able to clas-
sify the movement as jumping because the majority of the matching
path in his posegraph will be contained within his own jump move-
ment. Conversely, if Max has observed a bit of what Morris was
doing before and after jumping, as well as the jump itself, he can
use the fact that the entire jump movement was contained within the
matching path in his graph to infer that this is the important por-
tion of the observed motion. In general, this graph-based matching
process allows observed behaviors to be classified amongst a char-
acter’s own movements in real-time without needing any previous
examples.

Additionally, while this functionality has not yet been taken ad-
vantage of, a graph-based matching system makes it easy for a char-
acter to learn completely novel movement primitives through obser-
vation. If the matching path in the graph does not correspond to any
existing movements it can be grouped into a new movement, since
a movement is just a path through the posegraph.

Finally, another important note is that the combination of using
body part locations (in cartesian coordinates) as input, and using a
graph-based matching process, appears to compensate well for the
natural obstructions of visibility and changes in viewpoint that occur
when one creature is observing another. For example, Max is able to
correctly identify and imitate Morris’s cover face movement, even
though his nose and hands are not visible at several points during
the movement (see figure 2).

Observed Movement

Posegraph

Figure 5: The black circle in the observed movement is the first
pose to be matched, and the black circles in the posegraph are the
k best matches (for the purposes of this example, k = 2). We now
have four potential paths from the two best matches to their children
(shown in gray). The next frame in the observed movement (also
shown in blue) is compared to the children of the initial matches.

Posegraph

Observed Movement

Figure 6: Of the potential paths in figure 5 we keep only the k best-
matching (as defined by equation 3). In this example, since k = 2,
we keep the two best matching paths in the graph.

Posegraph

Observed Movement

Figure 7: We repeat these steps for each pose in the observed
movement, until we have k complete potential matching paths
through the posegraph.

Posegraph

Observed Movement

Figure 8: Finally, we choose the best-matching of the two remain-
ing paths. We will compare this path to all existing movements, in
order to identify the one it overlaps the most with.
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Figure 9: Top row: Morris demonstrates jumping. Bottom row:
Max imitates jumping.

5.3. Imitation

Once Max has seen Morris jump in the air, and identified this move-
ment as jumping, Max’s action system can request a jump move-
ment from his motor system, allowing him to imitate Morris (shown
in figure 9).

One important aspect of this implementation of imitation is that
it uses a Simulation Theory-style approach in order to give one char-
acter knowledge of what the other has done. In particular, not only
is Max’s own motor representation used to classify Morris’s move-
ments, this classification is done explicitly. Rather than simply play-
ing out the animation that would be generated by the path in his
posegraph that matches the observed movement, Max instead imi-
tates by performing the pre-existing movement this path most likely
represents. This means that when Max sees Morris jump, he can
not only imitate that jump, but identify it with his own jumping,
and begin to look at what jumping is often used for in his own ac-
tion system. Coupling the perception (classification) and production
of movements allows Max to begin examining the motivations and
goals for these movements, an idea we will briefly explore in the
next section.

6. Identifying Behaviors, Motivations and Goals

We have been able to use the previously described graph-based
movement recognition process to bootstrap some more complex so-
cial skills in our characters, a number of which will be described in
the following sections (please see [Buc04] for a further discussion
of the implementation of our character’s social learning abilities).

While a movement is an individual motion primitive, a behav-
ior is a movement or series of movements placed in an envi-
ronmental and motivational context. Movements represent stand-
alone physical motion, while behaviors are performed in response to
environmental triggers, motivational drives and desired goal states.
Max and Morris both choose their behaviors using a hierarchically
organized, motivationally driven action system, composed of indi-
vidual behavior units known as action tuples (based on the system
described in [BDI∗02]). Each action tuple contains an action to per-
form, trigger contexts in which to perform the action, an optional
object of attention to perform the action on, and do-until contexts
indicating when the action has been completed. Within each level of
the action hierarchy, tuples compete probabilistically for expression,
based on their action and trigger values.

The hierarchical organization means that each level of the action
system has its own action group, containing increasingly specific,
mutually exclusive, action tuples. At the top-level are tuples whose

ObjectFind
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Hunger Food

Food 
Object 

Present

Object Object

Play Toy

Toy 
Object 

Present

JumpObject 
high ReachObject 

reachableObject Object

Hunger Playful-
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Figure 10: A simplified diagram of Max’s hunger motivational
subsystem (the top level of his play motivational subsystem is shown
as well). Large rectangles represent action tuples. Circles are trig-
ger contexts, triangles are objects, and small rectangles are actions
(do-until contexts not shown).

purpose is simply to satisfy a particular motivation or drive, such
as a play or hunger drive. Since these tuples are in the same action
group, only one of them may be active at a time, which keeps the
character from dithering between competing drives. Below each of
these motivational tuples, are tuples representing increasingly spe-
cific mechanisms for satisfying drives. For instance, below the sat-
isfy hunger action tuple (whose sub-hierarchy is shown in Figure
10), are tuples such as get food, and eat food, and below get food
are in turn reach for food and jump for food. Notice that the leaf tu-
ples (e.g. jump, reach, eat) are generally the ones to request specific
movements from the motor system (see figure 11).

Again, at each of these levels of the hierarchy, only one action
tuple at a time may be active. For example, satisfy hunger, get food
and reach for food could all be simultaneously active, but reach for
food and jump for food cannot be active at the same time (which
makes intuitive sense, since they would require the character to per-
form conflicting motions simultaneously).

6.1. Behavior Identification

By matching observed movements to his own, Max is able to imi-
tate Morris. Max can also use this same ability to try and identify
which set of action tuples (i.e. which path through his action hierar-
chy) he believes Morris is currently performing. Max keeps a record
of movement-action tuple correspondences, that is, which behavior
he is generally trying to carry out when he performs a particular
movement (e.g. the reaching movement is most often performed
during the getting action tuple). When he sees Morris perform a
given movement, he identifies the action tuples it is most likely to
be a part of. He then evaluates a subset of the tuples’ trigger con-
texts to determine which of these action tuples was possible under
the current circumstances. These trigger contexts are known as can-I
triggers because they fire based on the presence of conditions which
make a behavior possible to carry out. The following sections de-
scribe this process in greater depth.

6.1.1. An Identification Example

Let’s say that Max sees Morris reaching for a piece of cheese in
order to eat it. How does Max identify that behavior as reaching
for the cheese, and how does he know that it is part of the hunger
motivational subsystem (shown in figure 10)?

When Max sees Morris reach, the first thing he does is identify
the movement he sees Morris performing (as described in section
5.2). In this case that movement is reaching. Next, Max searches
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Figure 11: Identifying the leaf action tuples where the reach move-
ment is used
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Figure 12: Evaluating the can-I triggers along the paths to Max’s
reaching action tuple

his map of movement-action correspondences to find out which of
the bottom-level (i.e. leaf) action tuples in his action hierarchy have
requested this movement in the past. Recall that a movement is an
individual motion primitive, such as reaching, jumping or eating,
while an action tuple is a behavior that occurs in a motivational and
environmental context, and requests that the motor system carry out
particular movements. In this case, Max finds that he has only per-
formed the reaching movement during his reach action tuple (figure
11), so it’s likely that Morris was reaching for an object.

Next, Max traces back up his action hierarchy from the reaching
action tuple. By tracing up his action hierarchy from the reach tuple,
Max finds that reach is part of the get tuple, which is used by a
number of motivational subsystems. In the example shown in figure
12, get is used by both the hunger and play motivational subsystems.
Since Max uses the reach action tuple in a number of motivational
contexts, he must decide which one of these contexts best matches
Morris’s current situation, in order to decide what Morris is reaching
for, and why he is reaching for it. To do this, Max once again uses
a simulation theoretic approach—he checks which path through his
action hierarchy it would have been possible for him to follow if he
were in Morris’s place.

Max evaluates the can-I triggers at each level of his action hierar-
chy, on the way to the reach action tuple (shown in figure 12). In this
simple example, there are two can-I triggers— food object present
and toy object present — at the top level of the hierarchy. These trig-
gers are known as object selection triggers, since they check whether
any appropriate objects are available and then, if they are, select one
of them as the object of attention for all the action tuples below this
one in the hierarchy. One subtle but important point here is that Max
must check whether there were any food or toy objects available at

the time he saw Morris reaching, not whether they are available
currently, which is what he would check if he himself were hungry
or playful.

Here, Max finds that there was a piece of cheese present when
Morris began reaching, but no toy object present. Max can there-
fore eliminate the path from the play action tuple to the reach action
tuple, leaving only the path from hunger to reach as a possible be-
havior Morris could have been performing. Now, Max must verify
that it was possible for Morris to be reaching for the piece of cheese
in order to satisfy his hunger. To do this, Max simply checks the re-
maining can-I triggers between the hunger and reach tuples (figure
12).

The next can-I trigger is a proximity trigger for the get action,
which checks whether the object of attention—in this case the piece
of cheese—is close enough to ‘get’ (but not so close that the char-
acter is already holding it). If the piece of cheese is close enough to
Morris that he could have gotten it by reaching or jumping (with-
out needing to walk anywhere), then this trigger will return true.
Now, there is only one can-I trigger remaining—the object reach-
able trigger for the reach tuple, which is another proximity trigger
that checks whether the object is within reach. Since the cheese was
within Morris’s reach, this trigger will also return true, and Max
concludes that Morris was reaching for the piece of cheese in order
to satisfy his hunger (see also figure 13 for an example with multiple
possible bottom level tuples).

6.1.2. Distinguishing Between Multiple Objects of Attention

What if there had been both a piece of cheese and a toy ball in the
world? In this case, both Max’s food object present and toy object
present tuples would return true. Max would then try to figure out
which object Morris was looking at (using the location of Morris’s
head and the tip of his nose, if they are both visible, to determine
line of sight). Let’s say that in this case Max found the toy ball in
Morris’s line of sight. He would then select the toy ball as Morris’s
object of attention, and continue to evaluate the can-I triggers below
the play tuple as before, to see if it was possible for Morris to be
reaching for the ball in order to satisfy his play drive.

If Max was unable to determine Morris’s line of sight (or if none
of the objects in the world appeared to be in Morris’s line of sight)
Max would instead start by guessing that Morris was performing
the behavior he himself most often performs when carrying out the
reaching movement. Max’s movement-action correspondence map
includes not only bottom-level action tuples such as eat and reach,
but also top-level ones such as satisfy hunger and play. That is, when
Max reaches while his satisfy hunger tuple is active, he remembers
that he performed the reaching movement during the reach, get, and
satisfy hunger tuples. Therefore, Max knows which motivation he
is most often trying to satisfy while reaching—whichever top-level
tuple has most often been active during the reach movement.

Let’s say that in this case, Max has performed the reach action
tuple in order to play more often than he has used it to satisfy hunger.
He will start out by guessing that Morris was reaching in order to
play, since this is usually why he himself reaches. He’ll therefore
choose the toy as Morris’s object of attention, and will then continue
evaluating his can-I triggers along the path from play to reach to see
if he’s correct (figure 12).

In either case, if Max finds that Morris could not be reaching for
the object he originally picked as Morris’s object of attention, Max
will go back and evaluate the alternative paths through his action
hierarchy (e.g. if Max originally guessed that Morris was reaching
for the toy ball, but the ball turned out to be too high in the air
to reach, Max would next evaluate the path from satisfy hunger to
reach to see if Morris was reaching for the cheese instead).

Finally, what if there are multiple objects that satisfy the same
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Figure 13: If the observed movement is ambiguous, or part of mul-
tiple bottom level tuples, evaluating the can-I triggers can help iden-
tify the observed behavior. Here, Max determines that Morris was
reaching rather than jumping because the food object was within
reach rather than high in the air.

drive available simultaneously (e.g. multiple pieces of cheese, a ball
and a baton)? Again, Max will first attempt to use Morris’s line of
sight to pick out his object of attention. If he is unable to do so, Max
will select the object he himself would attend to, if he were in Mor-
ris’s position, and trying to satisfy that particular drive (generally
the closest object of that type).

6.2. Motivations and Goals

Another subset of trigger contexts, known as should-I triggers, fire
when a character is internally motivated to carry out a behavior, and
can be viewed as simple motivations. For example, a should-I trig-
ger for Max’s eating action tuple is hunger (see Figure 10). Simi-
larly, some do-until contexts, known as success contexts fire when
a behavior has successfully completed, and can represent low-level
goals. Max’s success context for reaching for an object is holding
the object in his hands. By searching his own action system for the
action tuple that Morris is most likely to be performing, Max can
identify likely should-I triggers and success do-untils for Morris’s
current behavior. For example, if Max sees Morris eat, he can match
this with his own eating action tuple, which is triggered by hunger,
and know that Morris is probably hungry. Similarly, Max can see
Morris reaching for, or jumping to get, an object, and know that
Morris’s goal is to hold the object in his hands, since that is the
success context for Max’s own get action tuple. Notice that in this
second case, Max does not need to discern the purpose of jumping
and reaching separately, since these are both sub-action tuples of get
in his own hierarchy (see figure 10).

We are currently developing mechanisms that allow Max to use
the trigger and do-until information from his best matching action
tuple in order to interact with Morris in a more socially intelligent
way. For instance, Max might see Morris reaching and help him get
the object he is reaching for, bringing him closer to more advanced
social behavior such working on cooperative tasks.

6.3. Learning About Objects

Finally, by watching Morris interact with unknown objects, Max can
learn some of the affordances of these objects. For example, let’s say
Max starts out knowing that cheese is edible, but not knowing any-
thing about ice cream. Meanwhile, Morris knows that ice cream is
an edible (and tasty) treat. If Max watches Morris reach for the ice
cream and is asked to identify what Morris is doing he will shrug,
indicating that he doesn’t know why Morris is reaching. This is be-
cause none of the possible paths to the reach tuple in Max’s action
system seem valid.

Figure 14: Left: Morris eats the piece of cheese. Right: Max iden-
tifies Morris’s behavior as eating. An accompanying text display al-
lows Max to identify what he believes the object and triggers asso-
ciated with Morris’s behavior are.

If however, Max sees Morris eat the ice cream cone, the story is
different. At this point, Max notices something important—he only
uses the eat action tuple (and in turn the eating movement) to sat-
isfy one drive, because it is only part of one motivational subsystem
(the hunger subsystem). Since eating to satisfy hunger is the only
purpose Max knows of for the eating movement, he checks to see if
Morris could have been eating an unknown object. To do this, he re-
evaluates his can-I triggers with a slight modification—he assumes
that Morris’s object-of-attention is a food object. In this example,
Max would choose the ice cream as Morris’s likely object of atten-
tion, and would find that Morris was in fact holding the ice cream,
making it possible for him to be eating it. Max would conclude that
Morris was eating the ice cream, and from this point on, Max would
recognize ice cream as a potential food (for further details on the
implementation of this process, please see [Buc04]).

7. Discussion and Future Work

We have seen that Max the Mouse (and by extension, other animated
characters and robots developed using this architecture), is capa-
ble of imitating other characters, identifying simple motivations and
goals for their behavior, and learning from their actions. Further-
more, the implementation of these abilities relies strongly on mech-
anisms and approaches suggested by the cognitive literature, such
as Simulation Theory.

In the case of movement recognition, and also in general, Simu-
lation Theory allows for an elegant conservation of representation.
The body knowledge that the character needs in order to identify
a movement (where different body parts go, and how they move)
is knowledge it already possesses in order to execute that move-
ment. At the heart of perception-production coupling is the powerful
idea that knowledge necessary to executing your own behaviors can
be reapplied to interpreting the behaviors of others, removing the
need for separate ‘other modeling’ machinery. While this represents
an important component of the larger project of creating characters
who act in accord with a full theory of mind, there is a ways to go
before we achieve this goal. The following sections describe just a
few of the ways in which this work could be extended.

7.1. Solving the Correspondence Problem

Currently, the characters presented in this paper have a completely
hard-wired knowledge of the correspondence between their own
body parts and those of others. Additionally, the two characters
presented in this work have identical morphology, an assumption
that makes movement recognition significantly easier, since it al-
lows observed movements to be fairly directly compared to those in
the character’s motor system, without having to compensate for dif-
ferent proportions. Perhaps more importantly, the characters in this
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paper have easily observable and identifiable body parts (e.g. hands,
feet, knees etc. that can be tracked).

The problem of learning the correspondence between bodies with
differing morphologies is an important one to address, particularly
if we want to develop characters (and robots) capable of observing,
imitating and identifying human action. One approach that can be
used with visual data or data from motion capture suits, is to learn a
model of the correspondence between the demonstrator’s and char-
acter’s bodies using an interactive training period (this is the ap-
proach used by Breazeal et. al. [BBG∗05], and Lieberman [Lie04]).
Here, the character performs a series of movements and assumes
that the person (or other character) is imitating them, in order to
develop a model of the correspondence between the observed input
(e.g. body part positions or joint angles) and the movement they just
performed. This approach has the advantage of allowing the char-
acter to learn correspondences to demonstrators with very dissim-
ilar morphologies (e.g. dolphin vs human), though it relies on the
demonstrator to come up with a good imitation of the character’s
action.

7.2. Motion Parsing

The “hub-and-spoke” model of movement parsing presented in this
paper is a relatively elegant solution to breaking a stream of ani-
mated motion into individual movements. Since a similar approach
has been used on human motion capture data [GSKJ03], we hope
that this method can be generalized, in order to allow our characters
to parse data from human motion as well. The primary challenge
there would be in identifying and recognizing the hubs in the first
place, which remains an uncharted research area (previous work has
used user-identified hubs). For example, using similar approaches
(e.g. looking at end-effector position, and changes in movement
quality) Lieberman [Lie04] has successfully implemented a system
for parsing human movement from a motion capture suit.

7.3. Learning New Movements

For simplicity’s sake, in this paper, Max simply ignored any ob-
served movements he didn’t recognize. However, characters using
the architecture presented in this paper could potentially create new
movement from unrecognized observed movements, and add them
to their movement repertoire. One ongoing issue in this area is de-
ciding whether a movement is new or simply a relatively poor match
to an existing movement. The problem of distinguishing genuinely
novel movements could be lessened through repeated demonstra-
tion and observation. This would allow the observing character to
develop a model of the new movement, allowing for more reli-
able comparisons to existing movement representations (Downie
[Dow01] presents one possible mechanism for modeling varying
demonstrations of a movement, in order to discover the underlying
path through the motion graph).

7.3.1. Cases Where Behavior Identification Fails

There are a number of ways in which Max can fail to identify the
behavior Morris is performing. First, if two objects are extremely
close together, Max may pick the wrong one as Morris’s object of
attention. This is a more serious mistake if the objects satisfy two
separate drives (e.g. a piece of food and a toy), since it will cause
Max to select the wrong motivation for Morris’s action (discussed
below). However, this is a somewhat ‘natural’ mistake—one person
observing another reach towards a number of objects would have
difficulty deciding which one was the desired object without addi-
tional information.

Second, if none of the behaviors Max uses a movement for are
possible (i.e. their can-I triggers are false) Max will be unable to

Figure 15: Top row: Morris demonstrates pounding the ground.
Bottom row: Max imitates pounding the ground.

identify Morris’s action. This can occur if Max doesn’t know about
the object Morris is interacting with (described in section 6.3), or
through perceptual failure ( e.g. Max thinks an object is out of Mor-
ris’s reach when it isn’t).

More generally, this behavior identification process by definition
relies on a similarity between the two characters’ behavior systems.
For instance, if Morris uses a movement in a behavior Max doesn’t
perform, or if he chooses his object of attention differently (e.g. Max
chooses the closest food object while Morris chooses the biggest),
the identification process may fail, since Max will identify what he
would be doing in Morris’s place, rather than what Morris is actually
doing. In other words, the more different two characters are, the less
they will be able to understand each other’s behavior (again, it’s
arguable whether this is true in humans as well).

7.4. Predicting Future Behaviors

Another piece of functionality that already exists in the system, but
has not yet been put to use, is the ability to predict other charac-
ter’s future behaviors. The simplest way to do this would be for a
character to evaluate their action hierarchy using conditions that as-
sume the success of the identified action tuple. For example, when
Max sees Morris reaching for the cheese, he knows that the suc-
cess context of reaching for the cheese is holding the cheese. Max
could now check which of his own action tuples has a can-I trigger
satisfied by holding the cheese, and would discover that the eating
action tuple does. He could then predict that, once Morris gets the
cheese, he’s likely to eat it. This approach could potentially be made
even more accurate by having the character keep track of which of
his own behaviors tend to follow which (an action tuple-action tuple
map similar to the movement-action tuple map already in use), and
using this information to help with ambiguous predictions.
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