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A Geometrical Theory of Adaptation 

 

Approach 

The objective of this paper is to provide a common mathematical framework for all adaptive 

processes. There are many real world and artificial systems that exhibit adaptive behavior. These 

range from the very simple like the thermostat to the extremely complex like an adaptive mixture 

of experts. However each of these phenomena have commonalities that we can discern and are 

useful because they distinguish adaptive systems from dynamical systems. 

 

Our approach is similar to the approach used by Shannon in his A Mathematical Theory of 

Communication; we seek to reduce adaptive systems to the most general attributes, without 

which adaptive behavior cannot arise. In pursuing this sort of analysis it will be necessary to 

discard many important aspects that differentiate one adaptive system from another because we 

are focusing instead on what they share in common. However this exercise is useful because it 

ultimately leads us to a formal description of adaptation.  

 

Any good theory not only describes existing models for a phenomenon but also allows for the 

discovery of new instances of that phenomenon. The theory we will detail below describes the 

properties that all adaptive systems share in common and by varying some aspects of these 

properties will demonstrate new sorts of adaptive processes. 

 

Adaptation Defined 

Before we proceed any further we must have a clear notion of exactly what we mean by an 

adaptive process. Those who study adaptation often implicitly apply a biological model to 

describe it. They see adaptation as a process of adjusting, fitting, or making an organism suitable 

to a particular environment. For instance, Vermeij says "An adaptation is a characteristic that 

allows an organism to live and reproduce in an environment where it probably could not otherwise 

exist" [1978]. By analogy, the biological view of an adaptive process would be one that creates 

characteristics that allow organisms to be more suitable for an environment. However, adaptation 

does not just occur in the context of biology. For instance adaptation may occur in physical 
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systems (as would be the case with annealing) or in electrical systems  (viz. a circuit that uses 

feedback to adjust its output to some target). We then must look for a more general definition that 

suits these manifestations as well. 

 

We are not the first to see the need for or to provide a general definition of adaptation. Ashby 

comments "The concept of 'adaptation' has so far been used without definition; this vagueness 

must be corrected" [1960]. In an effort to understand adaptation in the context of neural plasticity 

Ashby sought to understand adaptive phenomena as something akin to homeostasis. Claude 

Bernard first implied the notion of homeostasis when he wrote: "The fixity of the internal 

environment is the condition for free life" [Shalizi, 1997]. Walter Cannon expanded on this notion 

and actually coined the word "homeostasis" further relating it to the stabilization of the body's 

internal environment [Cannon, 1932]. Ashby defined adaptive behavior as being homeostatic in 

nature. He says "a form of behavior is adaptive if it maintains the essential variables within 

physiological limits" [1960]. Ashby's development of a model for adaptation treats adaptive 

systems as dynamic systems tending toward equilibrium states. Ashby went so far as to actually 

build a machine known as "The Homeostat" that used electrical circuitry to mimic the homeostatic 

properties of biological systems. 

 

Holland further developed and formalized the notion of an adaptive system by making use of 

genetic processes as a metaphor. Holland viewed the study of adaptation as understanding "how 

systems can generate procedures enabling them to adjust efficiently to their environment" [1962]. 

His formulation of an adaptive system was then cast in terms of an adaptive plan for selecting 

different operators for use on a set of attainable structures. What is most notable about his 

approach is that it culminated in the development of genetic algorithms. We will examine these in 

more detail below. Holland's genetic algorithms along with Ashby's Homeostat represent some of 

the first formal mechanistic descriptions of adaptive processes. 

 

We informally define adaptive processes as systems that iteratively generate adaptors. An 

adaptor being defined as a specific mechanism that allows a system to transition into a potentially 

more suitable state. To understand adaptation, one must understand how an adaptor behaves. 

An adaptor maps the state of one system onto another, or itself. For instance, an electrical 

adaptor plug takes one system's physical structure and converts it into another system's 

standard. Similarly, within a genome one organism's genetic state can be mapped to a new 

genetic state through culling, recombination, and mutation. In this case procreation acts as the 

"adaptor" between two generations' genetic states.  
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Let us continue by dissecting an adaptive system into the essential components needed for 

adaptation to occur. In order to generate an adaptor we need, at minimum a non-empty set of 

organisms (O) and operator to assess the suitability of particular organisms (f(o)). We can model 

the organism with a vector of state variables (o) of the dimensionality of our organism space. The 

suitability of the organism (suitability = f(o)) is a function of the organism and guides the creation 

of the adaptor. During each iteration, an adaptive process evaluates a set of organisms and using 

our suitability function creates an adaptor map g:O→O'. The new set of organisms O' is then the 

starting point for the next iteration. 

 

Where is the environment in this model? The environment is abstracted into the notion of the 

suitability function. A genetic algorithm for instance evaluates the performance of an individual 

using a fitness function. Afterwards a selection process determines if an individual may 

recombine genetic material with another organism, given that the fitness function finds it viable 

enough. The selection function and the fitness function together form an environment that 

dictates if an organism is suitable and are used to create a map to a new point in genetic space 

(a child organism). 

 

So with each adaptive process we can decompose it into at least a set of states encoding the 

organisms and a function that can compute how suitable each organism is. With these the 

adaptive process constructs a map that describes the transition of each organism to a new state. 

As we shall see the rules with which this map is constructed vary greatly from one adaptive 

algorithm to another, but they always involve the organism and suitability function. 

 

It is interesting to note that adaptive processes can be seen as a mechanism for gradient 

descent. The surface being descended is defined by the negation of the suitability function (-f(o )). 

Different choices or models for the suitability function however require drastically different 

techniques to descend the surface. When the surface is constrained to be a convex hull very 

efficient approaches like conjugate gradient descent can be used [Shewchuk 1994]. However, the 

suitability functions of problems we would like to pose adaptive solutions to are very frequently 

not convex. This means that calculus-based methods for gradient descent will often become 

stuck in local minima and are frequently discarded for stochastic methods. 

 

Adaptive processes often are constrained to certain portions of organism space that can be 

explored. Thompson's On Growth and Form for instance shows how biological forms can be 

attributed not just to natural selection but also to minimization of physical properties [1961]. He 

argues, for instance, that single cellular organisms are oft en spherical because the sphere 
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minimizes the surface exposed to pressure. Adaptation often occurs within the context of a 

physics that provides constraints on what sort of organisms are attainable. 

 

Adaptation Exemplified 

Making use of our definition of adaptive processes, let's now analyze a variety of methods that 

exhibit adaptive behavior. We will first consider genetic algorithms followed by simulated 

annealing and then backpropagating neural networks. With each of these approaches we will 

seek to understand the commonalities and to ensure that their behavior is captured by our model. 

 

A genetic algorithm is an adaptive process that seeks to simulate the effects of natural selection 

and inheritance [Goldberg, 1989]. The space of possible individuals is encoded by specifying the 

length of the 'chromosomes' the organisms will use as genetic material. The suitability function is, 

as noted above, a combination of a fitness function and a selection process. During each iteration 

a pair of organisms deemed suitable by the last iteration are selected. Their genetic material is 

stochastically mixed using a simulation of recombination. A mutation operator that can alter 

genetic material with a low probability introduces random variations. This creates an adaptor 

which transitions to a new point in organism space encoded by the child chromosome. If we take 

a population and assess all of the organisms then one pass of the algorithm applied to each 

organism will produce a new set of organisms some of which may be more suitable. 

 

Simulated annealing is an adaptive process that seeks to simulate the slow cooling of a 

substance to approach a crystalline solid [Kirkpatrick et al., 1983]. The organism in this approach 

is encoded as a configuration of a system governed by statistical mechanics. The suitability 

function in this case is a Hamiltonian that has "ground states" at which the system freezes. As the 

process iterates the system cools allowing for a certain amount of random displacement. If the 

new state found through random displacement lowers the energy of the system it is accepted. If 

the displacement raises the energy of the system it is accepted with a probability using a 

Botlzmann factor [Metropolis et al., 1953]. Here the adaptor to a different configuration in 

organism space is a map provided by this procedure, known as the Metropolis algorithm. 

 

Feedback of error is an adaptive process that acts on the result of a comparison between the 

output of a system and a reference signal [Oppenheim and Willsky, 1983]. Control processes can 

be decomposed into a system consisting of a controller that sends control inputs into a "plant". If 

the system is a closed-loop control system then the difference between the desired output of the 

plant and the actual output is fed back into the controller [Hostetter et al., 1982]. The organism in 

this approach is the input variables to the plant or process. In this case, the suitability function is 

the input to the controller, or in Oppenheim and Wilsky's notation the x(t) which is compared with 
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the output of the system as transformed by the feedback path r(t). The resulting error signal e(t) is 

the adaptor and is computed by taking x(t) - r(t) is then fed into the process. This causes the 

processes to map to a new organism whose output is the signal y(t). A thermostat can be 

modeled as a feedback control process. When the thermostat is adjusted its target setting x(t) is 

compared with the actual temperature y(t) resulting in an error signal e(t ) that is fed into the 

heating / cooling system. Over time the system adapts the organism, in this case the 

temperature, by mapping toward a state that is closer to the suitability function (the target 

temperature) minimizing the error. When we use feedback to try to learn unknown structures like 

the organism that best satisfies the suitability function then we are looking at what Bellman calls 

an "adaptive control process" [1961]. Sutton et al. went so far as to show that the Q-learning 

reinforcement learning method is actually an adaptive optimal control problem [1991]. 

 

A variation of the error feedback approach is used to train neural networks by error 

backpropagation [Rumelhart et al., 1986]. Three layer networks with hidden units are shown 

training examples. The difference between the network's output and the training target is fed back 

to adjust the weights of the network nodes. Here the organism is the weights of the various 

network layers. Rumelhart's generalized delta rule specifies updates to these weights providing a 

mapping to a new location in weight space. The suitability function is actually the training 

examples presented to the input of the networks along with the targets for the outputs. As the 

examples are presented to the network the delta rule descends the error surface, the difference 

between the target and actual output of the network. 

 

Using an adaptive mixture of local experts introduces an additional degree of adaptation to neural 

networks trained with backpropagation [Jacobs et al., 1991]. In this approach a set of individual 

multilayer networks are used to handle only a subset of the total training cases. By using a gating 

network to stochastically choose which of the networks performs classification Jacobs et al. 

introduce competitive effects into the process. In this case there are two classes of organisms, 

the neural networks like those discussed above and the gating network. The organism in this 

case is the gating network's state, which encodes the responsibility each of the expert networks 

will have for a particular input. Here the suitability function remains the training cases used to 

develop classification boundaries. However, the adaptor in this case transitions the responsibility 

weights in the gating network. This is done according to the following methodology: "Whenever 

an expert gives less error than the weighted average of the errors of all the experts (using the 

outputs of the gating network to decide how to weight each expert's error) its responsibility for 

that case will be increased, and whenever it does worse than the weighted average its 

responsibility will be decreased" [Jacobs et al., 1991]. Minka and Picard use a very similar 

approach that instead uses a self-organizing map to update the weight-space of groups for image 
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features [1996]. The organism in this case is the weights of groupings of different image patches 

that are associated and the suitability function is provided by negative and positive feedback from 

a supervising user. The weight space of the self-organizing map is transitioned to a new state by 

an adaptor. This adaptor is created by examining the number of positive in negative examples 

provided for a certain grouping weight. 

 

While we cannot possibly examine every instance of adaptive behavior it will be worthwhile to 

note that in each one we can quickly spot an organism to be altered, a suitability function and 

some mapping toward more suitable states. Adaptive filtering for instance adjusts a filtering 

process so that an input signal matches a desired signal [Perez, 2002]. One suitability function 

could be the sum-squared-error between our desired signal and output signal. The organism is 

the filtered input signal and our adaptor is the adjustment made to the state of filter causing a 

different output of our filter. Similar analysis can be performed for adaptive mesh refinement, 

adaptive logic networks, or adaptive network topologies. 

 

Adaptation Problematically 

The problem of understanding adaptation falls out of the differences among the adaptive 

processes discussed above. Some, like the feedback systems, are strictly deterministic while 

many others are stochastic. This distinction is reflected in the set of new organisms that can be 

reached by transitioning the state of the system using an adaptor. If for all organisms the set is a 

singleton then the adaptive process is deterministic. If the set contains many elements then the 

process is stochastic and a probability distribution exists over the elements in the set. Specifically, 

when the process applies the adaptor one of the elements in this outset of the current state will 

be chosen, and each of these elements have a probability associated with it summing to one for 

the entire set. The outset can be constructed by mapping from the organism to all of the 

candidates reachable when an adaptor is applied (h :o→C). 

 

If the outset is a singleton then the behavior of the adaptive system can be described with 

differential equations. This is useful because the future behavior of the adaptive process can be 

accurately determined and there are a great number of mathematical methods that can be 

applied to these systems. This however requires that the state of the organism be known with 

perfect accuracy. If there is even a small amount of uncertainty, the future behavior in the long 

term becomes chaotic and unpredictable. 

 

An error can be defined to be the difference between the current organism and the maximally 

suitable organism. Since the error surface of the suitability function is not always convex it is 

frequently advantageous to use stochastic methods. In these sorts of systems "the past history 
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determines various possibilities for the present state, among which the system will choose in 

response to external stimuli" like the suitability function [Ekland, 1998]. When the size of the 

outset is > 1 then the adaptive process is not deterministic and cannot be modeled as a 

differential equation. 

 

So if we wish to analyze the entire breadth of adaptive processes then we must discard 

differential equations and the models typically used for dynamical systems in favor of more 

general techniques. We wish to understand adaptive systems that don't always take the same 

path but instead distribute the future among many potential paths. What sorts of methods are 

open to us in this difficult task? 

 

Geometrical Interlude 

If we look back on the history of mathematics we see that initially many difficult problems were 

first approached from a geometrical perspective. For instance the Greeks were able to find 

integrate (to find the quadrature) of many varieties of shapes using geometrical methods alone 

[Struik, 1967]. Both Newton and his mentor Barrow employed geometrical techniques in trying to 

understand the tangency problem and its relation to quadrature. Newton's eventual development 

of calculus (or more specifically his geometric fluxional method) shows the enormous power in 

using geometrical methods to dissect problems that do not initially yield to more symbolic 

approaches. 

 

The power of geometrical approaches can also be seen in the work of Henri Poincaré. His studies 

of the three-body problem of celestial mechanics ran into difficulty when he discovered that the 

series expansions previously used to establish the stability of the bodies would not converge 

when integrated. Following this difficulty he returned to techniques that many look on as the birth 

of algebraic topology. 

 

The three-body problem is to determine the orbits and stability of three objects subject to 

gravitational forces. Poincaré's work found that the problem could not be reduced to integration to 

solve the path of the orbits absolutely using the series proposed by Lagrange [Goroff, 1993]. He 

turned his attention to more qualitative and geometrical methods to understand the behavior of 

the problem. Poincaré proposed the Poincaré section: a hyperplane in phase space that plots the 

mapping of returns of orbit trajectories [Sethna, 1996]. By studying the qualities of the shapes 

gradually constructed by the intersection of the trajectories with this plane we can understand 

aspects of the dynamic processes that give rise to motion even if they are chaotic. 

 



 8

Building from this approach great improvements have been made in understanding the global 

behavior of dynamical systems using topological descriptions. Smale's work on differentiable 

dynamical systems used topology to analyze global behavior observable in analytical dynamic 

systems [1986]. 

 

Adaptation Described 

What we will propose now is to apply a geometrical approach to understand adaptive phenomena 

when the outset is not necessarily a singleton. At each step of an adaptive process as defined 

above there is an adaptor that provides an outset of the current organism. This map points from 

each organism in the population to a set of possible candidates for the next step. Some 

information external to the organism (a portion of which is partially encoded in the suitability 

function) is used to choose exactly which organism in the outset will be selected. If we choose a 

particular organism and then compute its outset we can visualize this outset. 

 

The shape of this outset is a point if the outset is a singleton, but can be a variety of objects when 

the size of the outset is > 1. These objects are probabilistic shapes over which the future possible 

states are distributed. The shape of these probability distributions vary greatly from one adaptive 

process to another. What's more, in varying aspects of these probability distributions we can 

create new sorts of adaptive processes. 

 

Let's consider a simple example to illustrate the geometries of the outset of different adaptive 

processes. The 1D suitability function that each of the processes is trying to find organisms to 

satisfy is f(x) = cos(14.5.*x - 0.3) + (x + 0.2) .* x. Here our organism space is the real number line 

and each organism can take on one value of x. 
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Figure 1: A nonlinear suitability function 
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Using this geometrical approach let's consider genetic algorithms as an adaptive process. At 

each step two individuals from the population, which is initially chosen randomly and then is the 

outset of successive steps. The recombination and mutation operators characterize the 

organisms that can be reached from these two parents. There are a variety of different 

recombination operators that are employed which all lead to different geometries for the outset. 

These recombination outsets however can be generalized into a recombination space [Gitchoff 

and Wagner, 1996]. If we employ discrete recombination the outset reachable by recombination 

alone is a hypercube in gene space whose corners are the parents [Polheim, 1998]. If instead we 

employ intermediate recombination the outset reachable by recombination alone is a line of 

points that can be reached with a probability related to the probability of recombination pr. When 

we introduce mutation we extend the domain of the adaptor to all of gene space, however there is 

an area of gene space that is reachable with one probability (proportional to the probability of 

mutation) and a second area that is reachable with a higher probability (proportional to the 

intersection of the event spaces for mutation and recombination pm * pr). 
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Figure 2: Genetic algorithmic parents initially randomly selected denoted by "X"s.  
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Figure 3: Organism space reachable by use of intermediate recombination. Each point in 

this area is reachable with a probability proportional to the probability of mutation times 

the probability of recombination. If vertical lines were drawn for two parents then all of the 

organism space above the line formed between the x-intercepts of these lines would be 

reachable using this method. 
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Figure 4: Organism space reachable by use of mutation and not recombination.  This area 

is reachable with a probability proportional to the probability of mutation (pm). The 

probability of mutation is often chosen to be less than the probabilty of recombination so 

these areas of organism space will be reachable with a lower probabilty than the areas in 

Figure 3. 

 
Simulated annealing can also be qualitatively described using this geometrical approach. At each 

step we can look at the current configuration of the system. Using Monte Carlo methods random 

displacements are computed. As we noted above, if the displacement leads to a state that lowers 

the energy in the system then it is always accepted. If the displacement leads to a state that 

increases the energy then it is accepted with P(∆E) = exp(-∆E/kbT) where kb is Boltzmann's 

constant and T is temperature as controlled by the schedule. The possible configurations 

reachable are dependent upon the Hamiltonian (which describes the energy gradient of the 

system) and the temperature T (as controlled by a cooling schedule). Initially when the system is 

heated and the energy of the system is high the probability that states at higher energy will be 

accepted is also high. As the system cools, P(∆E) approaches zero meaning that the system will 

begin acting like a greedy descent method. If we imagine an the energy gradient to be one that is 

frustrating (meaning there are many local minima) then initially the system will accept 

configurations over the entire organism space with a relatively high probability. As the cooling 

progresses, the system begins to reject configurations at much higher energy states. 

Geometrically the outset is initially a surface with the probability of transition distributed among 

lower energy states and exponentially decreasing for points that increase energy. As the 

temperature decreases it becomes more and more improbable that the higher energy states will 

be accepted as displacements. 
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Figure 5: Simulated annealing with initial configuration randomly selected and denoted by 

"X." 
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Figure 6: Organism space reachable by random displacement and accepted because it 

decreases the energy of the system. If a horizontal line is drawn through the initial point, 

points below this line are unconditionally accepted configurations.  
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Figure 7: Organism space reachable by random displacement and accepted only with a 

probability proportional to Boltzmann factor. The highest energy portions are reachable 

with the lowest probability and as the temperature decreases become unreachable. 
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Now that we've seen geometrical descriptions of the probabilistic outsets of two types of adaptive 

processes let's create a new sort of adaptive process which we will call opposites attract. We will 

do so by specifying a new method for computing outset geometry. For the 1D case we initially 

select two points in organism space at random; but for higher dimensions we select N, where N is 

the number of dimensions of organism space. Next we draw hyperplanes for these points along 

the suitability-surface tangents (here the suitability function is assumed to be analytical). As long 

at the derivatives of the points are not identical these tangent planes will intersect at a point. If 

this intersection point is more suitable than any parent, then it is accepted. If it is less suitable 

then it is rejected with a probability proportional to the difference between its suitability and the 

mean suitability of the parent points. If the point is rejected or the hyperplanes do not intersect, a 

random displacement for the organism points is computed and then the above steps are 

repeated. While a rigorous analysis of this algorithm is outside the scope of this paper we can see 

that varying properties of how the outsets are determined can lead to adaptive behavior different 

from known formal descriptions. 

 

Adaptation's Consequences 

Clearly much work remains in this arena. Some good next steps would be to compare the outset 

geometries of adaptive processes on a suitability function from a real world domain like the 

Travelling Salesman Problem [Larranaga et al., 1999] or Langdon's Ants [Langdon & Poli, 1998]. 

Exploring domains of higher dimensionality than the simple 1D case presented here will also 

further illustrate outset geometries. Exploring how outset geometries alter the performance of 

different approaches to adaptive processes could point toward a better understanding of optimal 

adaptive behavior. Better understanding of how the suitability function is transformed into an 

adaptor by an adaptive plan also calls for further analysis. 

 

A geometrical description of adaptation leads to interesting insights and intuitions about adaptive 

processes. While this articulation is very formative we can now state and taxonomize some 

attributes common to all adaptive phenomena. These are a non-empty set of organisms, a 

suitability function, and a mapping from each organism to an outset of possible future organisms. 

In considering the geometries of these outsets we can gain insight into how adaptive processes 

progress. We can additionally pose new sorts of adaptive processes by examining different outset 

geometries and probability distributions over them.  

 

References 

Ashby, W.R. (1960). Design for a brain. London: Chapman and Hall. 
 
Bellman, R. E. (1961). Adaptive control processes. New Jersey: Princeton University Press. 
 
Cannon, W. B. (1932). The wisdom of the body. London.  



 13

 
Ekeland, I. (1988). Mathematics and the unexpected. Chicago, Illinois: University of Chicago 
Press. 
 
Gitchoff, P. and G.P. Wagner. (1996)  Recombination induced hypergraphs: a new approach to 
mutation-recombination isomorphism. Complexity 2, 37-43. 
 
Goldberg, D. (1989). Genetic algorithms in search, optimization, and machine learning. Reading, 
Massachusetts: Addison-Wesley Publishing Company. 
 
Goroff, Daniel. (1993). "Henry Poincaré and the birth of chaos theory: an introduction to the 
english translation of Les méthodes nouvelles de la mécanique céleste, new methods of celestial 
mechanics." in: Méthodes nouvelles de la mécanique céleste. Ed. and Trans. By Goroff, Daniel 
(American Institute of Physics, Woodbury, NY, 1993), Vol 1. 
 
Holland, J. H. (1962). Outline for a logical theory of adaptive systems. Journal of the Assocation 
for  Computing Machinery, 3, 297-314. 
 
Hostetter, G. H., Savant, C. J., Stefani, R. T. (1982). Design of feedback control systems. New 
York, New York: CBS College Publishing. 
 
Jacobs, R. A., Jordan, M. I., Nowlan, S. J., & Hinton, G. E. (1991). Adaptive mixtures of local 
experts. In Neural Computation 3, 79-87, Cambridge, Massachusetts: MIT press. 
 
Langdon, W., & Poli, R. (1998). Why ants are hard. In Koza, J. R. (Ed.), Genetic programming 
1998. 
 
Larranaga, P., Kuijpers, C. M. H., Murga, R. H., Inza, I., and Dizdarevic, S. (1999). Genetic 
algorithms for the travelling salesman problem: A review of representations and operators, Articial 
Intelligence Review, 13, pp. 129--170. 
 
Pohlheim, H. (1998). GEATbx: Genetic and evolutionary algorithm toolbox for use with MATLAB. 
Retrieved November 26, 2002 from the World Wide Web: 
http://www.geatbx.com/docu/algrecom.html 
 
Oppenheim, A. V. and Willsky, A. S. (1983). Signals and systems. Englewood Cliffs, New Jersey: 
Prentice-Hall. 
 
Perez, D. (2002). Adaptive filter - general model. Retrieved November 26, 2002 from the World 
Wide Web: 
http://www.spd.eee.strath.ac.uk/~interact/AF/aftutorial/generalmodel/generalmodel.html 
 
Kirpatrick S., Gelatt, C.D., Vecchi, M.P. (1983). Optimization by simulated annealing. Science 
220, 671--680. 
 
Metropolis, N., Rosenbluth, A., Rosenbluth, M., Teller, A., Teller, E. (1953). Journal of Chemical 
Physics 21, 1087--1092. 
 
Minka, T. P. and Picard, R. W. (1996). "Interactive learning using a `society of models'," in 
CVPR96, pp. 447--452, 1996. 
 
Rumelhart, D. E., Hinton, G. E., & Williams, R. J. (1986). Learning internal representations by 
error propagation. In Rumelhart, D. E., & McClelland, J. L. (Eds.), Parallel Distributed Processing: 
Explorations in the Microstructure of Cognition, Volume 1: Foundations. Cambridge, 
Massachusetts: MIT Press. 
 



 14

Sethna, J. P. (1996). The restricted three body problem. Retrieved November 28, 2002 from the 
World Wide Web: http://www.physics.cornell.edu/sethna/teaching/sss/jupiter/Web/Rest3Bdy.htm 
 
Shalizi, C. R. (1997). Claude Bernard. Retrieved November 28, 2002 from the World Wide Web: 
http://www.santafe.edu/~shalizi/notebooks/bernard.html 
 
Shannon, C. E. (1948) A mathematical theory of communication. Bell System Technical Journal, 
27. 
 
Shewchuk, J.R. (1994). An introduction to the conjugate gradient method without the agonising 
pain, Internal Report, School of Computer Science, Carnegie Mellon University, Pittsburgh, PA, 
USA, Aug. 1994. Retrieved November 26, 2002 from the World Wide Web: 
http://www.cs.cmu.edu/~jrs/jrspapers.html 
 
Smale, Stephen. (1986). The mathematics of time : essays on dynamical systems, economic 
processes, and related topics. Springer Verlag. 
 
Struik, Dirk J. (1967). A concise history of mathematics. Revised edition: New York: Dover. 
 
Sutton, R.S., Barto, A.G., Williams, R.J. (1991). Reinforcement learning is direct adaptive optimal 
control. In Proceedings of the American Control Conference, pages 2143--2146, Boston, MA, 
1991. 
 
Thompson, D. W. (1961). On growth and form, abridged edition. Cambridge: University Press. 
 
Vermeij, G. (1978). Biogeography and adaptation patterns of marine life. Cambridge, 
Massachusetts: Harvard University Press. 


