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Abstract 
Categorizing electronic text can be a difficult task, both for people and computers. This thesis introduces a new 

language model based on structuralist linguistic theory, synchronic imprints, that can be used to extract important 

concepts contained in electronic text. This representation is applied both as a visual tool to aid people in categorizing 

news stories, and as a representational tool to improve automatic categorization systems. This technique allows 

access to the way that language evolves, perspective of a particular source, or how documents separate to form 

larger coherent structures. 
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Introduction 
People are amazing accumulators of things. The more things that we acquire, the harder it becomes to remember 

where we put them; consequently, people tend to organize the things they have, arranging them in some fashion that 

allows quick retrieval of any one object. As our objects are very personal, the way that we organize them is also 

individual, and directly reflects the way in which we think about them. Every time we reorganize a set of objects, we 

learn new ways of thinking about them. 

 

For more abstract things, such as compact discs, books, or videos, we have adapted more abstract organization 

systems. Our filing cabinets, rolodexes, and bookshelves are all examples of personal classification systems, a type 

of media for expressing our internal classifications. Digital equivalents of these systems have been constructed to 

help us classify the personal artifacts that we have on our computers: email, files, web pages, and so on. 

 

Written language, in its raw form, represents a special class of personal possessions, as we generally organize it 

based only on the ideas or concepts contained within. Images, video and other visual markers are sometimes 

associated with text (such as pictures in a web page), and help by acting as mental cues and attracting our attention; 

without them, arranging documents into different categories becomes tedious and difficult, especially if the content 

is unfamiliar. Yet day after day people are required to maintain an orderly set of classifications so that they can find 

the things they need. To make the categorization of electronic text a more manageable undertaking, there are two 

approaches: 

 

1. Empower the computer, giving it the responsibility to manage some of the tasks involved with 

categorization. This would allow people to maintain larger classification systems, focusing human energy 

on defining the classes. 

2. Empower the user by creating tools to explore the space of personal classification. Here the user is involved 

as much as possible, resulting in a more engaging process, and hopefully allowing new ways of thinking 

about their content.  

 

This thesis research aims to extend the features of digital categorization media. The focus is on addressing the 

problem of concept-shift: sometimes the concepts that we classify change externally to the process of classification. 

Much of the media that is important in the digital world is prone to this effect: news, email, and web pages all deal 

with subjects which are defined differently across sources, or change from day to day. This thesis introduces a new 

technique for modeling language to capture the relationships in a given document. By defining concepts by their 

relationships with each other, their explicit meanings can be tracked across time or different sources. 
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This technique, synchronic imprints, can be used to analyze the way that language evolves, perspective of a 

particular source, or how documents combine to form larger coherent structures; each of these analyses can show a 

person new ways to look at an otherwise ordinary text, and can provide a visual marker for reference. It also lends 

itself to the application of automatic categorization, allowing established machine learning techniques to have more 

direct access to the relationships that distinguish documents in a collection.  

 

Background 
Concepts and Categories 
The fields of cognitive science and psychology have been studying the cognitive aspects of categorization for 

centuries, a subject that ultimately dates back to the writings of Plato. This interest lies in the fundamental belief that 

there is a relationship between concepts, categories, and human memory. Until the mid-1970’s, it was believed that 

concepts in the brain were represented simply by all of the separate information necessary to describe it (Katz 1972). 

In the 1970’s inconsistencies between this model and human subjects were finally substantiated, and new models 

that supported a more categorical view of concepts were created, as outlined in (Komatsu 1992). All of these 

paradigms assume that our understanding of a word, or concept, is defined by some classification of our experience 

with that concept in the past. As we read or hear new stories about a concept like the “Media Lab,” our internal 

representation of the term is rearranged so that our different classifications of “Media Lab” remain consistent with 

each other. Some have even proposed entire models of memory based on this view of understanding (Estes 1994). 

 

Automatic Categorization 
As psychology predicts that categorization is an important part of the cognitive apparatus, artificial intelligence 

researchers have also placed an emphasis on creating systems that mimic this behavior. The problem of machine 

learning is considered isomorphic to automatic classification (Mitchell 1997): given a set of labeled example data, 

the goal is to produce representations which allow us to predict the labels of all other possible cases. Numerous logic 

and stochastic-based methods have been used to address this problem (Langley 1996; Mitchell 1997), from first-

order predicate calculus to Bayesian networks, version spaces to support-vector machines. Each approach has its 

tradeoffs, but generally the stochastic approaches tend to be more robust in situations involving real data.  

 

Another approach to categorization comes from the perspective of information retrieval (IR) researchers; the tasks 

confronted by IR are often analogous to human cognitive processes, but the methods used are not based on cognitive 

models. Clustering is the term given to the task of taking a set of data and splitting it into a set of representative 

groups, or clusters, bearing a striking resemblance to categorization. Borrowed from the linear algebra community, 

the popular techniques for clustering include hierarchical models such as joining and 2-way joining, or distance-

based models such as k-means analysis (Everitt 1980). For a set of documents, these techniques can be used to 

create an ad-hoc classification system based on the framework outlined long ago in (Salton 1968). Salton’s methods 

have been termed the “bag-of-words” approach, as they assume that only the frequencies of words in documents are 

important, ignoring the specific ordering or deeper semantic relations. 
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Modeling Language 
Most AI and IR research assumes a simplistic model of language, focusing more on methods used for heterogeneous 

data types. As linguistics is the study of human language, its primary focus is on producing an precise model of its 

usage. Early in the twentieth century, Ferdinand de Saussure introduced a new paradigm for linguistics research now 

referred to as structuralism: he claimed that words should be defined by their interrelationships, instead of by what 

they had meant in the past. He separated linguistics into two domains: synchronic, or that which is concerned with 

understanding a particular state of language at an instant in time and diachronic, everything concerned with 

evolution (Saussure, Bally et al. 1986).  

 

The idea of using a sort of structuralist model of language has been the focus of a few projects here at the Media 

Lab. Earl Rennison’s work on Galaxy of News (Rennison 1994) attempted to represent and visualize consistent 

topics in news content. He defined concepts (words) collectively by looking at their co-occurrence in news stories. 

Words that occurred frequently together created a semantic network of concepts. Warren Sack created a 

representation in Conversation Map (Sack 2000) which took into account the role of words in language: using 

computational linguistics methods to create links between subjects, objects and actions, the system constructs a 

virtual thesaurus. This resource was used in analyzing very large online conversations, giving definition of important 

concepts and relations to new readers of the conversation.  

 

Visualizing Complex Systems 
Complex models of language such as dictionaries or semantic networks can present an overwhelming amount of 

information; consequently, many specialized interfaces have been created to visualize them. Rennison used a three-

dimensional space to navigate through concepts using spatial relationships and motion defined by his language 

model to layout the information (Rennison 1994). In representing the contents of a single body of text, Fry (Fry 

2000) places the words in a large network of springs, constraining the position of the words to a sphere. As words 

are added to the system, new springs are added, restructuring the arrangements of the entire set. The Visual 

Thesaurus (Design 1998) adds interactivity to the spring metaphor, allowing the user to navigate through a simple 

concept thesaurus. Due to low bandwidth and small computational facilities, the view of the user is constrained to 

one word and its related synonyms at a time. Michael Murtaugh’s Elastic Catalog (Murtaugh 1996) takes a different 

approach, displaying important connections of a network of information inline with bodies of text that describe 

them. The presentation is an intermediary between the Visual Thesaurus and Fry’s work, showing the network in its 

entirety, but without equal weight on all parts. As the user traverses the network, passages in their immediate path 

become dark, focusing attention away from the other words, which blend together in a light mass. 

 

Completed Work 
Drawing on the listed research, an initial goal was to create a system which effectively classified time-sensitive 

information, despite the fact that the content is prone to concept-shift. The first task was to build a representation 
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that accurately described language at a given moment in time, which was then to be diachronically analyzed to track 

the evolution of particular words.  

 

Synchronic Imprints 
Inspired by the representation outlined in Galaxy of News, a first pass was made at connecting the concepts in a 

given body of text. Rennison used the co-occurrence of words in stories, where subjects can change frequently, and 

semantically unconnected words can potentially be related (Rennison 1994). By shrinking the passage size of this 

technique to a sentence, and looking only at nouns, the likelihood that related words would be semantically linked is 

nearly certain. While Galaxy extracts a network for the entirety of a news source, changing the focus brings relations 

down to the level of a single text. This representation has been named a synchronic imprint because it creates an 

image of the relationships between words in an assembled corpus of text. Looking at documents indexed by time, 

such as news stories grouped by day, a synchronic imprint would be representative of the way that language is being 

used at that instant, by the included authors. 

 A view from the Flux visualization system 
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Flux: a Prototype Visualization 
A visualization tool named Flux was built to analyze and evaluate the synchronic imprint relations. Electronic 

content from Time magazine was indexed by issue (each issue occurring on one day), and synchronic imprints built 

from these issues. A spring-based visualization similar to the Visual Thesaurus was built using OpenGL font 

rendering code from the Aesthetics and Computation Group. The visualization is interactive, allowing a user to 

grasp and manipulate words while the system of springs is in motion; consequently, a user can see what words are 

related to each other by moving a word, and seeing which connected terms follow closely behind. The inherent 

complexity and difficulty of defining words is shown visually as words are pushed and pulled apart by their 

relationships with each other. 

 

Proposed Research 
The goal of this thesis is to incorporate a synchronic model of language in distinguishing electronic text into the 

categorization process, for both people and computers. In previous work I arrived at what I believe is an effective 

modeling technique, but it has yet to be used in the categorization process. The proposed work will be divided into 

two domains: the integration of synchronic imprints in the process of automatic categorization, and extending the 

Flux visualization to be an evaluative tool. 

 

Automating News Classification 
The first focus of this thesis is to a synchronic representation of language to improve the performance of automatic 

classification systems at classifying news articles. Two approaches will be evaluated: one using standard techniques 

from machine learning and one using a hand-built model constructed from information retrieval methods. 

 

The first approach will adapt existing systems from machine learning literature for the purpose of classifying 

temporal data. Most popular systems utilize the bag-of-words approach to language, assuming that the frequency of 

words is enough information to perform the classification process. A new approach will be to replace the individual 

word frequencies with the word-pair frequencies found in synchronic imprints. As these features represent semantic 

linkages instead of mere words, the classifier should focus on the important meanings in the text, as opposed to the 

frequent words. By adjusting the training data based on temporal information about the information source (how 

quickly stories evolve), further refinements can be made. A Bayesian classification system will be modified and then 

evaluated against the traditional equivalent. 

 

The second method for classification will be based on the understanding that news stories tend to create linear 

chains of concepts; as a story evolves, new concepts are introduced and old concepts change their meaning, but 

much of the subject matter remains the same throughout. Two clustering techniques, joining and k-means, will be 

used to connect stories of like topic to each other, using the synchronic imprint as a of semantic thesaurus. Terms in 
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training documents will be expanded to include related terms found in the imprint for that given news day and then 

identified in clusters with the test documents. This technique will not only identify relations in documents, but create 

a set of connections between them, which will be used as a presentation method for user evaluation. 

 

Each of these approaches will be evaluated, using accepted IR practices, against other classification algorithms using 

the Topic Detection and Tracking (TDT) 3 corpus, a set of tagged news stories from a period in 1998.  

 

Flux Extensions 
The first prototype for flux was built to evaluate the effectiveness of a synchronic imprint at describing the 

relationships in text. The original intent of this representation though was to act as a comparison tool to look at 

discrepancies in language use across time. The next iteration of Flux will transform the system into a comparative 

tool, focusing on the following tasks: 

 

Side-by-side Analysis: By taking imprints from two different time periods of the same source, or two different 

sources from the same time, discrepancies in the visualizations can indicate a disparity in meaning. A feature to 

highlight individual words in the mesh of both imprints will focus attention on particular concepts.  

 

Amalgamation/Exclusion: Sometimes individual documents represent different points of view, or evolve concepts 

over the course of the text. Merging two different parts of a text may affect the overall usage of language in an 

informative way. During the classification process, it will be useful to see the consequences of addition and 

subtraction of texts, showing how one particular set of relationships affects the entire system of relations. 

 

Flux also lacks an important gateway back into the text; the synchronic imprint removes the semantics of links 

between words, and just leaves the words and links behind. Users should be able to select a given relation in the 

imprint, and have the system retrieve and display all of the sentences which relate the involved words.  

 

The intended audience of the tool will be people familiar with computers and the categorization tools commonly 

used for email and bookmark management. An evaluation of the tool will be conducted to assess the effectiveness of 

the application. An objective evaluation will be accomplished by looking at their categorization behavior: asking 

one group with the use of Flux, and a control without, to create as many classifications as fit each story, we can 

ascertain what types of new connections Flux influences in its users. Because this type of evaluation can impact the 

design of such systems, one iterative cycle will be conducted to improve the system before final testing. 

 

Deliverables 
The deliverables for this thesis research include the following: a general system for generating synchronic imprints, 

the improved Flux visualization tool, automatic classification systems, and evaluations of both Flux and the 

classifiers, in the methods listed above. 
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Timetable 
December – Complete all of the necessary foundational development (automatic generation of different synchronic 

imprints). 

January – Plan and implement learning systems. Continue development of the visualization. 

February – Finish construction of the visualization tools. Design and execute first round of user studies. 

March – Redevelop system based on feedback from users, and carry out second round of user studies. Perform 

evaluation of the learning algorithm based on TDT-3 corpus. 

April – Finish authoring of the thesis document.  

May 4, 2001 – Deliver a signed copy of the thesis document to DCGS. 

 

Resources 
For the completion of my development, I will need one Windows workstation with a high speed graphics card, 

provided by the Electronic Publishing Group. For the user studies, I will need funds not exceeding $150 (15 subjects 

at $10/hr.) to pay the subjects. 
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Warren Sack is a software designer and media theorist.  His current research concerns computer-mediated 

communication, online communities, architecture and design for online spaces, social networks, 

computational linguistics, and media studies.  He designs software for the navigation, summarization and 

visualization of online, public space and discourse.  Prior to joining the faculty at UC Berkeley (School of 
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