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Abstract

This is a unifying presentation of com-
putational linguistic literature related to
learning and using English verb lexicons.
The first section surveys approaches to
lexicon acquisition and explains how lack
of a clear evaluation is a major impediment
to guiding induction. The next section of
this paper presents the Lexicon Linking
model, a unifying lexicon-based approach
for recognizing phrase-level ambiguities,
independencies, entailments, subsump-
tions and paraphrases, computing gener-
alization, disambiguating word senses and
recognizing semantic validity—eight tasks
that involve the verb lexicon. Finally, I ar-
gue for using performance in these tasks to
guide lexicon acquisition.

1 English Verbs: An Interdisciplinary
Topic

Verbs are considered the primary organizers of the
sentence’s form and meaning. In English there are
far fewer verbs than nouns and verbs are roughly
20% more polysemous than nouns, averaging 2.11
senses per verb with many more senses for the
most frequently used verbs (Fellbaum, 1990).

Because of their significant role in language, re-
search on verbs abounds in many areas including
psycholinguistics, developmental psychology, and
neuroscience.

1.1 Modeling verb constraints

A dominant approach for studying lexical seman-
tics (the meaning of words) in computational lin-
guistics is contextual, where the single insight into
a word’s meaning is how it is used in relation to
other words in a sentence (Cruse, 1986). Relations
can be defined using sentence templates, construc-
tions like “X is a type of Y”, which can be verified

by a language user’s introspection or appearance
in a corpus.

Verbs provide several constraints on the organi-
zation of the sentence, so consequently they are of
great interest to the lexical semanticist1. For ex-
ample, the direct object of the verb “schedule” is
usually restricted to an event:

1. Joe scheduled a lesson.

2. *Joe scheduled a necklace.

As there is no agreement as to the best way
to model a verb’s constraints, there are a diver-
sity of approaches and they sometimes overlap. A
verb’s constraints can be modeled individually as
binary relations, called selectional constraints, or
as (usually larger) n-ary relations, called subcate-
gorization frames2 or semantic roles.

We can further discriminate these approaches
by dividing them by the kind of word classes
they constrain: token models represent constraints
as relations to the actual string or normalized
lexical entry (e.g., the verb “run” most fre-
quently co-occurs with the noun “home”); syntac-
tic constraints are represented as abstract morpho-
syntactic part-of-speech classes (e.g., a ditransitive
verb requires a subject, direct and indirect object)
and semantic constraints are between class names
that are defined by some semantic theory (e.g, a
“verb of motion” requires an “agent” and either a
“source location” and a “destination” or a compos-
ite relationship called a “path”). Verb biases and
selectional constraints model the strengths of the
constraints, typically as a probability distribution,
but not the labels of the things they constrain. Fi-
nally, different approaches to modeling n-ary con-

1Semantics, from a linguistic perspective, is traditionally
studied from three levels of analysis: the word, sentence and
discourse levels. Verbs are involved with all three and are es-
pecially difficult to divide between word and sentence levels
because they are inherently relational.

2Also called case frames and selectional patterns.



straints vary in whether or not they specify the or-
dering of the arguments, or use the order to iden-
tify the arguments.

1.2 Encoding constraints in the lexicon
Lexical semantic information is organized in a
data structure called a lexicon. A lexicon repre-
sents a vocabulary of the lexical entries in the lan-
guage, much like a dictionary. Lexical entries are
usually individual words (e.g. ‘run’), but some-
times include idiomatic expressions (e.g. ‘run a
risk’) and phrases (verb-particle phrases like ‘run
off’ and ‘run into’) (Hirst, 2004). Restricting our
discussion to verbs, lexical entries for verbs have
a many to many mapping between semantic iden-
tities known as verb classes: hidden variables that
contain the constraints the verb has on the order-
ing3 and contents of the sentence.

Verb constraints vary from verb to verb; for ex-
ample, the direct object of the verb “love” can be
almost anything, while the subject and objects for
the verb “murder” are quite constrained: the sub-
ject acted intentionally and the once-alive direct
object is now dead.

Because of polysemy, generally verb con-
straints are not modeled between individual lexical
entries but between the abstract word classes (e.g.,
the verb classes: run, RUN-51.3.2, VB, etc) and
each lexical entry can be cross-categorized into
multiple word classes.

When two lexical entries have similar syntactic
and/or semantic behavior, they can be represented
by the same lexical class. In the next section, we
explain the particular uses for each of these kinds
of constraint knowledge.

1.3 Using knowledge about verb constraints
Consider the varying meanings between the use of
the verb ‘run’ in sentences (1,2) and (3) and (4)
in Table 2. The particular sense of the verb has
syntactic and semantic implications for the sen-
tence. Sentences (1,2) are intransitive (only re-
quire a subject4), while the sense of (3) is tran-
sitive and requires a direct object, “the Boston
Marathon”. In order to recognize this transi-
tive reading of the verb “run”, we would need

3This is not without controversy. Traditional models of
syntax, e.g. the Universal Grammar, claim that syntactic con-
straints are more globally organized and do not come from
the lexicon.

4The location/prepositional phrase is an optional addition
to the intransitive form of “run”, and is commonly called an
adjunct.

to identify which subcategorization frame is the
most likely given the rest of the information; the
verb bias provides a distribution of subcategoriza-
tion frame preferences. Subcategorization frames
specify the syntactic pattern that indicate the valid
orders of a verb and its arguments, expressed as
syntactic classes, within a sentence. They also
specify which components of a sentence are op-
tional or required. This knowledge allows us, for
example, to recognize sentence (2) as equivalent to
the syntactic variation: “through the house Nico-
las ran”. Semantic role knowledge specifies the
optional and required semantic components of the
sentence, but these constraints are viewed as a
set and generally abstracted away from the argu-
ments’ order. Such knowledge would allow us
to put sentence (4) in the same class as “Nicolas
started the dishwasher.” While selectional prefer-
ences are modeled between only pairs of words,
subcategorization frames and semantic roles can
be viewed as representing a set of selectional pref-
erences.

1. Nicolas︸ ︷︷ ︸
AGENT

ran︸︷︷︸
RUN-51.3.2

.

2. Nicolas︸ ︷︷ ︸
AGENT

ran︸︷︷︸
RUN-51.3.2

through the house︸ ︷︷ ︸
LOCATION

.

3. Nicolas︸ ︷︷ ︸
AGENT

ran︸︷︷︸
?

the Boston Marathon︸ ︷︷ ︸
EVENT

.

4. Nicolas︸ ︷︷ ︸
AGENT

ran︸︷︷︸
PREPARING-26.3

the dishwasher︸ ︷︷ ︸
PRODUCT

.

Table 2: Semantic role labelings of sentences (1),
(2) and (4) correspond to verb class and semantic
roles in VerbNet 3.1 annotation; no verb class in
VerbNet corresponded to sentence (3).

These word classes, including both verb classes
and the thematic roles (e.g., AGENT, PRODUCT),
are latent (hidden) variables. This raises a number
of questions:

1. What verb classes exist and what determines
a verb’s membership in those classes?

2. What argument classes exist and what deter-
mines a word/phrase’s membership in those
classes?

3. How do we model constraints been verb
classes and other word classes?



TERMINOLOGY ARITY CONSTRAINT TYPE EXAMPLE SURVEY PAPER
subcategorization frames n-ary morpho-syntactic NP V NP PP (Walde, 2009)
semantic roles n-ary semantic AGENT Verb THEME LOCATION (Marquez et al., 2008)
selectional constraints binary any probability P(house|ran) = 0.2 (Light and Greiff, 2002)
verb bias binary morpho-syntactic probability P(NP V NP|RUN-51.3.2) = 0.2

Table 1: A classification of some of the kinds of research in verbs’ constraints.

Answers to the above questions vary depend-
ing on the researchers’ goals. For example, re-
searchers studying how humans retrieve words
have found that the first syllable is an important
feature in the organization of the lexicon, particu-
larly when examining how people make mistakes
in retrieving words (Creel et al., 2006). Despite
this, computational linguists rarely use phonetic
information in the verb lexicon or as a feature
for lexicon acquisition; they instead use lexicons
for overcoming sparse data by putting sentences
or parts of sentences into the same classes (Čulo
et al., 2008); resolving ambiguities by using lexi-
con information about when the same lexical entry
maps to many different lexical classes (Lapata and
Brew, 2004), and being able to compute measures
of semantic similarities between two text.

In the next section, I give an overview of the
different challenges for the verb lexicon and ar-
gue for taking a task-oriented approach to evalu-
ating a lexicon. Next, I speculate about how the
verb lexicon, as long as it contains a generaliza-
tion ordering (e.g. a poset or lattice), is sufficient
for modeling the computational linguistic prob-
lems of detecting ambiguities, inducing a general-
ization from instances, and recognizing entailment
and paraphrases.

1.4 Automatic construction of a lexicon
Automatic construction of a lexicon is a cluster-
ing problem: putting individual lexical classes into
groups. There has been much work in lexical se-
mantics on learning verb lexicons and verb con-
straints (for an overview, (Walde, 2009)). Ap-
proaches differ along many dimensions:

Source of data Some approaches use people to
verify whether a verb and a template forms
a valid sentence (Levin, 1993), while others
rely on the frequencies of a pattern involving
a verb appearing in a corpus (Vlachos et al.,
2008; Merlo and Stevenson, 2001) or the In-
ternet (Igo and Riloff, 2009; Chklovski and
Pantel, 2004).

Verb features Which features can be used to rep-

resent a verb? There are many options,
including frequencies of token-level pat-
terns (Chklovski and Pantel, 2004), argument
structure frequencies (Merlo and Stevenson,
2001), subcategorization frame frequencies
(Vlachos et al., 2008), and human association
(im Walde, 2008). Some approaches derive a
large number of verb features from a corpus
and then use PCA to reduce the dimensional-
ity of the features before clustering.

Hard or soft clustering Soft clusterings are
those that produce a weighted membership,
permitting a lexical instance to spread its
membership over multiple classes (Vlachos
et al., 2008); hard clustering produces
absolute memberships.

Flat or nested Clustering can be done recursively
on top of the results of the first latent classes,
again on the second, and so on, producing a
tree structure.

Single or multi-relational Most verb tax-
onomies are organized by a single generality
relationship, namely the “troponymy” rela-
tionship: the analog to the “is-a” relationship
for nouns. As discussed in section 1.5,
there other kinds of important relationships
between verbs, including: composition
(“happens during”) and other temporal rela-
tions (“happens before”, “happens after”),
enablement (e.g., own/sell), antonyms (e.g.,
buy/sell), and various degrees of similar-
ity/synonymy. WordNet and (Chklovski and
Pantel, 2004)’s VerbOcean are two lexicons
that model many kinds of relationships
between verbs.

Online or batch Clustering can be done in an on-
line, incremental fashion–where a new struc-
ture is learned after each verb (Alishahi and
Stevenson, 2007), or in batch, where first all
of the verbs are collected and then a cluster-
ing is produced using statistics derived from
the global properties of the verbs.



1.5 Multiple relations between verb classes
The verb lexicon contains mappings from lexical
entries to verb classes, and relations between verb
classes. When verb classes are interrelated by bi-
nary generality relations,�, they often form order-
ings and thus hierarchical structures. The general-
ity relationship coincides with logical entailment:
a member of class entails its more general classes
(de Raedt, 2008, Ch. 5). Thanks to inheritance, in-
troducing generality relationships representation-
ally affords the ability to assign properties to arbi-
trary partitions defined over sets of lexical entries
(e.g., verb classes) or partitions of sets of partitions
(abstract classes of verb classes).

There are multiple kinds of generality relation-
ships between verbs. When classifying English
verbs, the creators of WordNet introduced tro-
ponymy5 a kind of generality relationship that can
be verified by the sentence template “To X is to
Y in some particular manner”. (Fellbaum, 1998)
showed that there are other kinds of relationships
that can be used for verb entailment:

1. Temporal Inclusion

(a) troponymy: march/walk; whisper/talk
(b) composition/proper inclusion:

walk/step; snore/sleep

2. Non-temporal Inclusion

(a) backward presupposition: forget/know,
divorce/marry, unwrap/wrap

(b) causality: show/see,

Table 3: A taxonomy of verb entailment relation-
ships, as presented by (Fellbaum, 1998)

These different entailment relationships suggest
that there may be multiple kinds of generaliza-
tions for verb classes in the verb lexicon, just as
lexical unit of the verb could be cross-categorized
into different verb classes. Inheritance is now re-
placed with multiple-inheritance, and taxonomy
construction becomes a harder problem now that
it is multi-relational.

1.6 Is taxonomy construction unconstrained?
Verb classes are hidden groupings and any group-
ing is possible, so what makes a particular set of

5Troponymy is analogous to the hypernym, “is-a” for
nouns, but is different because verbs do not fill the same tem-
plate, “X is a kind of Y” template.

verb classes better than another? Such a liberal li-
cense can lead to an arbitrary number of represen-
tations, and consequently, it is important to con-
sider the motivations for a particular verb group-
ing. If we permit multiple-inheritance, we can
have multiple such taxonomic structures simulta-
neously and the issue is further compounded.

Manually constructed lexicons, such as Word-
Net, VerbNet and FrameNet6, are often used as
gold standards for lexicons learned from corpora
but often have coverage gaps and do not align at
their sense granularities (Korhonen et al., 2006).

One notable exception is (Poon and Domin-
gos, 2009), where verb classes and semantic
roles were learned in order to answer factoid
questions: the wh-word is considered a variable
within a semantic role. Consequently, answering
a question, given a source text, includes the prob-
lem of putting the wh- argument and the answer
into equivalence classes. For example: source
text: “...John ran quickly...” and question “Who
moved quickly?”, requires putting ‘ran’,‘moved’
and ‘John’,‘Who’ into the same group and index-
ing these groups by the verb class ‘{run,move..}’.
This approach enabled the domain-specific con-
struction of a lexicon and evaluated it on the par-
ticular task for which it was being used.

Can we distinguish between the verb similari-
ties that belong within the lexicon (the realm of
lexical semantics) and which ones are related to
extra-linguistic world knowledge? (Palmer, 2000)
argues for classifying verbs with only concrete cri-
teria and suggests using predicate argument struc-
tures, selectional restrictions on arguments, and
lexical co-occurrences. This means that not all of
the relationships in Table 3 should influence the
organization of the lexicon, and can be understood
as implicated by the meaning of the sentence: a
problem left to pragmatic level of semantic analy-
sis (e.g. learning relations between events (Cham-
bers and Jurafsky, 2008)), not the lexical semantic
level. Palmer cites WordNet’s division between
verb senses for ‘lost my glasses’ with ‘lost my
purse/lost my husband’, as only being semanti-
cally justified (the latter sense of losing is rarely
followed by ‘finding’) but equivalent in terms of
their syntactic behavior. Further, Palmer recom-
mends that adjuncts (e.g., the prepositional phrase
“through the house” in sentence 2), which often

6See http://verbs.colorado.edu/
verb-index/ for an excellent interface for examin-
ing these lexical resources.



extend the verb’s meaning, should also not be con-
sidered criteria for verb clustering.

A satisfactory computational-level answer de-
mands the need to ground the problem in the lin-
guistic and semantic processes that use the lexi-
con. Common such processes include recognizing
textual entailment, paraphrases and polysemy. In
the rest of this paper, I explain how these prob-
lems can use a generalization structure in a verb
lexicon.

2 Common ground for NLP tasks

Paraphrasing and textual entailment are problems
that can be attacked at the word, phrase or sentence
levels. Given two words, sentences or documents,
A and B:

• A entails B if A contains all of the informa-
tion in B, plus additional information. From
the opposite direction, we say B subsumes
A. This can be modeled as an asymmetry in
the two text’s relative entropy (Appendix A).

• A and B are paraphrases if both contain the
same or “nearly the same” amount of infor-
mation (relative entropy near zero).

• A and B are independent if they cannot be
compared (or are dissimilar past a particular
threshold).

2.1 Paraphrase and entailment as computing
differences between sentences

The bulk of approaches to sentence and phrase
level textual entailment and paraphrase recogni-
tion involve either a) computing a value for the dif-
ferences between two text, or b) acquiring pairs or
groups of patterns (usually templates) that consti-
tute valid meaning-preserving equivalence or en-
tailment classes. For a survey, see (Androutsopou-
los and Malakasiotis, 2009).

The first class of approaches compute a cost
for transforming one sentence (either represented
as the original string, or a derived graph or logi-
cal formula). For strings, edit operations are in-
sert or deleting of a character; for graphs these
can be deletion or insertion of a node or edge;
for logic, these can be the application of a truth-
preserving inference rule. The distance between
the two strings is the minimum total cost of the se-
quence of operations to convert one string to the
other. The costs of edit operations can be set in a
training preprocessing step.

A problem with these problem formulations is
that they generally “overfit” the problem specifi-
cation; for example, approaches to paraphrase and
independence often are incompatible with the re-
lated problem of detecting ambiguities. In addi-
tion, many of the transformation approaches to
recognizing paraphrases are not even applicable to
entailment.

2.2 Paraphrase and entailment are
intertwined with disambiguation

The problem of polysemy and phrase-level ambi-
guity is intertwined with textual entailment and
paraphrase. As (Androutsopoulos and Malakasi-
otis, 2009) noted, “we cannot judge if two natural
language expressions are paraphrases or a correct
textual entailment pair without selecting particu-
lar readings of the expressions.” Returning to our
running example, sentence (3) of Table 2 has two
distinct (simultaneously plausible) interpretations:

1. Nicolas is participating in the Boston
marathon

2. Nicolas is organizing the Boston Marathon
event.

Clearly there is some extra-linguistic influence
at work. Although (2) is plausible, as the sen-
tence stands alone, (1) seems more plausible. The
problem encroaches into philosophical grounds
because ambiguity is a semantic phenomenon that
exists in minds, not text (see Appendix C). In-
terpretation is always with respect to the world
knowledge of a particular mind (Hirst, 2006): e.g.,
the author’s intent versus a particular reader’s in-
terpretation.

Consequently, when modeling the semantic do-
main, we need to be clear about which assump-
tions we are making: where do the semantic mod-
els come from and what determines which of two
semantic interpretations is more likely? In section
3.2, we use the event indexing theory as a motiva-
tion for modeling the semantic domain.

2.3 Summarization as generalization of
subsumed instances

A related problem with textual entailment is the
ability to put a set of word sequences into a sin-
gle more general sequence. For example, the
set of phrases {“run home”,“go home”} could be
subsumed by “move to structure”, which could
be subsumed by “go somewhere”. Although we



could say that the latter expressions entail the for-
mer, each more general expression loses more in-
formation.

Now we’ll examine a related example from the
perspective of machine learning. Suppose you are
trying to cover the following instances with a more
general category:

1. run Boston marathon

2. compete in the London Marathon

Although “move in event” subsumes both of these,
“run a race” is a better fit, and “run a marathon”
is even better. The perceived improvement comes
from our preference for a minimally general gen-
eralization that covers the examples, covering the
fewest arbitrary non-examples. The notion of a
least general generalization is common in model-
ing word-word similarities. In the next section,
we explain how this can be extended to account
for linkings between larger semantic units (verb-
object phrases) using the Lexicon-Linking model.

2.4 Implicit arguments

Some constraints between verbs and their objects
are so common that the objects are often omitted
in communication. For example:

1. The lawyers drank [alcohol].

2. The lawyers drank milkshakes.

3. She furnished the room [with furniture].

4. She furnished the room with books.

The uncommon uses of the verb need to be
specified, whereas many verbs have default se-
lections that are often left out for being “obvi-
ous”. Any serious model of verb selectional con-
straints should be able to propose default assump-
tions about missing arguments, yet tolerate alter-
native specifications when they are presented.

3 Lexicon-linking model

In this section, I extend the lattice model of word-
word similarity (Lin, 1998) to include verb-noun
selectional constraints (Resnik, 1996), represented
as projections between verb and object lattices.

3.1 Extending taxonomy-based word
similarities to phrases

Given a verb lexicon and a single generaliza-
tion structure (e.g., a troponym lattice), there
are many approaches to computing similarity and
paraphrases (bi-directional entailment). For exam-
ple, given this generalization lattice, one straight-
forward way to compute semantic similarity is by
counting the edges:

event99 gg

race99 ee meeting

marathon triathlon

Figure 1: An annotated set of lexical classes con-
nected by generalization relationships.

A simple approach to semantic distance is
counting the number of generalization edges be-
tween nodes (representing word classes) in a tax-
onomy to conclude, for example, that “marathon”
is more similar to “triathlon” than “meeting” be-
cause it is separated by 2 edges versus 3. The prob-
lem is that each edge is not equivalent in semantic
distance.

event5055 jj
race3055 ii meeting20

marathon15 triathlon15

Figure 2: A weighted annotated set of word
classes connected by generalization relationships.

The edge counting approach can be extended
to handle entailment by looking for a common
subsumer, called the least general generalization7

(lgg) , between the two word senses and com-
puting the informational difference for replacing
both word classes with the shared parent: e.g.,
“marathon” and “meeting” would have “event” as
their lgg with a distance of -65. (Raedt and Ra-
mon, 2009) showed that any partially ordered gen-
erality relation forms a distance metric:

distance(w1, w2) = |w1|+ |w2|−2|lgg(w1, w2)|

The form of this metric was developed previ-
ously by (Lin, 1998) for computing distances in

7See Appendix A for details.



the WordNet taxonomy, where the size of the word
class is replaced by a measure of the information
content of the word class: − log2(P (w)) where
P (w) is the probability of encountering that word
class in a large corpus of text8.

3.2 What is the meaning of a weight?

The notion of the size of a word class can be
viewed as a vestige of extensional semantics:
where combining the words “brown” and “dog”
literally meant the set intersection between “all
brown things” and “all dogs” in the world or
model. A large body of theoretical work (Dowty,
1991; Levin, 1999) has suggested that predicate
argument structures, primarily consisting of verb
and noun compositions, provide mappings to event
structures. This theory proposes that verbs serve
to partition semantic event representations, so in-
formation content should really be based around
event frequencies; corpus-counts are just a surro-
gate. In other words, the information content of
a particular verb-noun link is subject to the fre-
quency of the event representation. To further
complicate the matter, the frequency of a partic-
ular event representation presumably varies de-
pending on a particular mind.

3.3 Linkings between lexicons

The taxonomy-distance approach could be ex-
tended to account for compositions, for example
binary or n-ary verb-noun compositions. In this
view, a verb’s sense’s are a set of mappings to the
lgg node that covers all of its noun arguments, e.g.
a semantic role type or syntactic class: table 3.3 is
an example of the linking between lexical entries
(using somewhat arbitrary names for these latent
word classes).

3.4 Common grounds for traditional NLP
tasks

Several traditional NLP problems for verb-phrases
can be expressed in the Lexicon-linking Model by
“upgrading” the word-word methods of comput-
ing asymmetries in relative mutual information be-
tween verb-noun compositions. There are many
particular details for weighting these models to be
worked out; remaining a promising direction for
future research.

8Information content in WordNet corresponds to a partic-
ular word sense, which requires knowing the word sense for
a particular lexical entry. SemCor is one such word-sense
annotated corpus.

3.5 Limitations of this model

This paper showed a linking model with only two
lexicons: verbs and objects. To go beyond simple
verb phrases, the model must be extended to n-
ary relationships between many lattices of words
to accommodate sentences, complete with nested
phrases and multi-word expressions. For exam-
ple, complements of nested verb structures: e.g.,
“stop smoking [cigarettes]” would only generate a
“smoking” verb with the implicit “cigarettes” ar-
gument; “stop” would be ignored. When general-
izing this to n-ary relationships, to avoid factorial
explosions of possible linkages between lattices,
ordering constraints from linking theories should
be deployed.

A practical shortcoming of this model is its de-
pendency upon syntactic information: instead of
using token co-locations, it looks at verbs and their
(possibly non-collocated) objects. Consequently,
corpus-based analyses of this model depend on
syntactic taggers and parsers; and problems in rec-
ognizing a verb and an object percolate into the
lexicon linking model.

Another problem, stemming from the binary
linking model, is that two words are not sufficient
for modeling the ambiguity of contextual informa-
tion. Garden-path sentences, such as:

• The astronomer married the star.

Are the products of interacting selections be-
tween three arguments, and would not be as pro-
nounced with only “married star”.

4 Appendices

4.1 A: Partial Orderings, Total Orderings
and Lattices

Knowledge-based approaches to similarity (for
overviews, see (Mihalcea et al., 2006; Mohammad
and Hirst, 2005)) use taxonomies that are orga-
nized word classes by the generality relation, �,
which typically forms a partially ordered set, or
poset; that is, the generality relationship has the
properties of being reflective, anti-symmetric, and
transitive. If, for any two word classes wi and wj

in the lexicon L, wi � wj or wj � wi: i.e. a
generality comparison can be made, then the gen-
erality forms a full ordering on the lexicon. wi‖wj

denotes that the two word classes are incompara-
ble and thus the lexicon is not fully ordered.



VERBS NOUNS

Verbs of
Motion

Verbs of
Control

Nouns of
distance

place, or-
ganization

event,
happening

jog,
sprint,

run, skip@A_ BC
run.sense-1

/o/o/o/o/o/o/o/o/o/o/o/o/o/o/o/o/o/o/o/o/o/o/o/o/o/o/o/o/o/o

OO
O�

run,
manage,
control

GF_ EDrun.sense-2
/o/o/o/o/o/o/o/o/o/o

��
meter,
yard

business,
company

marathon,
race

Figure 3: Example taxonomies for VERBS and NOUNS of the Lexicon Linking Model. In this example,
the dotted lines show constructions for both run(marathon) and run(company). Only lexical
classes are shown; lexical entries are omitted.

A poset is a lattice if for any two word classes
one can compute both a least general general-
ization (lgg) and a least general specialization.
The lgg), also called the supremum, is defined as:
lgg(wi, wj) = min{wk ∈ L|wi � wk and wj �
wk}.

Are there multiple generalization structures for
verb classes? If so, do they form orderings or lat-
tices? Many models of verb lexicons suggest that
they are not: there is no lgg for all verbs, but in-
stead multiple top verb concepts, e.g., “state” and
“event”.

4.2 B: Relative Entropy
Relative entropy measures the distance between
two probability distributions. The measure
D(p‖q) is defined as:

D(p‖q) =
∑

x

p(x) log
p(x)
q(x)

(1)

This measure is always nonnegative and asym-
metric, and thus not a true metric. However the
asymmetry can be used to determine the direction
of the entailment. It is only equal to 0 when p = q.

4.3 C: Meaning is in the mind, not text
Background knowledge plays an enormous role in
language understanding. Take this example dia-
logue from (Pinker, 2000):

Woman: I’m leaving you.
Man: Who is he?

If you took this to describe the disintegration of
a relationship between a cheating wife or suspi-
cious husband, consider this a reminder that text-
meaning exists in the minds of readers and au-
thors, not in the text (Hirst, 2006). Further, con-
sider some of the background knowledge about

human relationships and personal communication
you were able to bring to bear (out of all the things
you know about!) when constructing a representa-
tion of the situation described by this dialogue.

4.4 D: My Thesis Plan

This section explains the work Dustin is working
on for his thesis.

This problem and theory grew out of ex-
ploring the lexical semantics of simple event
phrases for EventMinder, ToDoGo, and mining
the 43things.com dataset. The issue of whether
two event statements should be considered “the
same” varied depending on the application. As
ToDoGo did not model the starting time or typ-
ical duration of events, if two events took place
at the same location, they were considered equiv-
alent. EventMinder, however, tried to differenti-
ate events based on many more factors, includ-
ing: who was involved, what the goals were for
attending the event, the event’s duration and start-
ing time. Consequently, the criteria for consid-
ering two events as the same within EventMin-
der is much more strict than ToDoGo. With the
goal mining application of 43things.com, two goal
statements are considered to be the same if they
share the same sibling, parent and children goals
(one of the same features as in EventMinder). In
conclusion, “similarity” is a task specific problem
that depends on the intended communicational do-
main. I intend to concretize and clarify this notion
in my PhD research.

Technically, I will build the lexicon linking
model and test a large range of clustering ap-
proaches and evaluate them on their basis of per-
forming a few semantic information retrieval and
traditional NLP tasks (mentioned earlier in this pa-
per: paraphrase/entailment, disambiguation, fill-



ing in missing statements, etc). Specifically, I plan
to start with two bipartite graphs, V for verbs and
N for nouns, each containing a bijective (one-to-
one) correspondence to their latent word classes.
For each co-occurrence of the verb-noun pair-
ing, introduce a weighted edge between the corre-
sponding latent word class, forming a quadripar-
tite graph. The weights of link will be compared
against two source: either frequencies in a cor-
pus and number of times they were “voted on” in
43things. Similarity is defined as a function of the
semantic domain these linkages are used to index,
and clusterings presumably will change depend-
ing on the semantic analysis. I plan to follow an
agglomerative co-clustering approach, alternating
between clustering nouns and clustering verbs, the
main idea is that there is shared information be-
tween latent clusters of both classes.
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